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ABSTRACT

In 2009, the Lunar Reconnaissance Orbiter (LRO) launched
with the Lunar Orbiter Laser Altimeter (LOLA), an instru-
ment that precisely measures the Moon’s surface elevation.
LOLA is recorded in Lunar polar tracks, making this data
particularly sparse in the equatorial regions where NASA has
large sets of orbital images captured over the last five decades.
The coregistration of orbital images (often taken from an im-
precise spacecraft camera pose) and the precise but sparse
LOLA measurements is crucial in building large scale, ac-
curate lunar maps that support current and near term NASA
and international space agencies’ missions to the Moon. In
this paper we introduce a novel algorithm for matching orbital
images captured during Apollo 15, 16 and 17 missions with
LIDAR data captured by the LOLA instrument. The surface
normals extracted from each LOLA shot, the Apollo Metric
camera pose, Sun position at image caption time and the lunar
albedo are used to estimate a synthetic orbital image used as
reference. We then use the Gauss-Newton algorithm to pre-
cisely align the actual (Apollo) orbital image to this reference
image to progressively higher resolution layers of the image
pyramid.

Index Terms— LIDAR image coregistration, Gauss-
Newton, image pyramid

1. INTRODUCTION

Several spacecraft have successfully returned Lunar data to
Earth, including imagery and elevation data. However, due
to uncertainties in spacecraft position, these different data
sources are subject to alignment errors which make forming
a consistent multi-source map a challenging problem.

Although there is a vast literature on image registration
(including advances in visual odometry and bundle adjust-
ment [1]), coregistering data recorded by different sensors,
particularly aligning LIDAR measurements with images, re-
mains very challenging. Previous research for robotics or
medical applications extracts a set of visual and laser range
features and matches them to estimate the relative pose of the
two sensors (camera and LIDAR) [2, 3]. This approach relies
on the extraction of robust correspondences between features

extracted in both domains and it has been shown to be suc-
cessful for dense LIDAR data. LIDAR data has also been
successfully coregistered to imagery in urban settings using
building corners and GPS information [4].

In the space exploration domain previous work includes
the coregistration of Mars imagery with Mars Orbiter Laser
Altimeter (MOLA) data, a precursor to LOLA, with limited
human help [5]. A second approach forms a control network
aligning MOLA tracks to craters without human intervention.
However, this approach requires the existence of a database
of craters, and is able to match around 78% of the craters.
Furthermore, not all MOLA tracks intersect craters. This ap-
proach ignores other useful surface features, and relies on the
Hough transform which is costly to compute and often inac-
curate in describing crater shapes [6].

In this paper, we address the LIDAR to image coregis-
tration problem with the goal of coregistering images from
the Apollo metric camera to data from the recently deployed
Lunar Reconaissance Orbiter’s Lunar Orbiter Laser Altime-
ter (LOLA). Our novel approach requires no prior knowledge
of the surface topographic features or craters, and uses all
the available LIDAR and image data including the camera
and Sun position at the time the images were captured. We
first convert the LOLA data to a synthetic image by inputting
measured surface normals and estimated Sun and spacecraft
positions into a lunar reflectance model. Then, we find a
planar homography which aligns the synthetic image to the
actual image using the Gauss-Newton algorithm. However,
the Gauss-Newton algorithm is susceptible to local minima,
and a naive, straightforward application fails. Instead, we
first apply Gauss-Newton to lower-resolution images which
smoothes over local minima. Then, we refine the transfor-
mation on successively higher-resolution layers of the image
pyramid.

We present and discuss the data sources in detail in Sec-
tion 2. In Section 3 we introduce the Gauss-Newton algorithm
as applied to the LIDAR to image coregistration problem, and
its use in conjunction with the image pyramid. Finally, in Sec-
tion 4 we present selected results demonstrating the effective-
ness of the coregistration process.
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(a) LOLA Elevation Profile (b) Before Coregistration (c) After Coregistration

Fig. 1. Two LOLA tracks that pass through the crater Hadley C and Rima Hadley are shown. (a) shows the LOLA tracks’
elevation profiles (passing from left to right). (b) shows the tracks’ estimated reflectance (the synthetic image) against an
Apollo 15 image with the original alignment (passing from top to bottom). (c) shows the synthetic image and the Apollo 15
image after coregistration. The LOLA tracks are delineated by two bright lines, and the synthetic image is shown as the color
between the lines.
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Fig. 2. Two LOLA shots, part of a track. Each shot provides
five distance measurements in a cross pattern. Shots are 56 m
apart, and each laser beam reflects off a five meter diameter
spot.

2. PROBLEM STATEMENT

The Apollo Metric Camera (AMC) flew aboard the lunar
command module of the Apollo 15 mission [7] and cap-
tured orbital images on film that were recently scanned at
10m/pixel resolution with approximately 22,000 × 22,000
pixels per image. Figure 1b illustrates a subregion of an
image captured by AMC near the landing site of Apollo 15.

The laser data is acquired from the Lunar Orbiter Laser
Altimeter (LOLA), an instrument of the Lunar Reconaissance
Orbiter (LRO). The LOLA splits a laser into five parts to take
five distance measurements to the lunar surface, arranged in
a cross shape. Each set of five measurements is called a shot.
Each of the five laser beams illuminates a 5 m diamter spot on
the moon’s surface (see Figure 2).

The LRO flies above the surface of the Moon in a po-
lar orbit, taking LOLA shots directly beneath it as it moves.
Successive shots are approximately 56 m apart, and each se-
quence of shots from the same orbit forms a track [8]. Figure
1a shows the elevation profile of a crater as measured by two
LOLA tracks.

Our goal is to merge these two data sources to form one
consistent map, as shown in Figure 1c. Coregistering these
two data sources is challenging due to significant uncertain-
ties in the relatively inaccuate pose of the AMC.

3. ALIGNING LIDAR TO IMAGES

The data has two main sources of error: uncertainty in the po-
sition of the Apollo spacecraft, and uncertainty in the position
of the LRO when the LOLA shots were taken. As Apollo 15
launched in 1971, 38 years before the LRO, the Apollo im-
ages are subject to much larger position errors. Therefore, in
this paper the LOLA tracks are used as reference.

Uncertainty in Apollo 15’s pose affects the image’s pose
relative to all of the LIDAR tracks, while error in the LRO’s
position occurs on a per-track basis. In our approach we form
a synthesized image from the LOLA tracks and match it to the
Apollo image using a Gauss-Newton method.

3.1. Forming Synthesized Images

To align the LOLA tracks to the Apollo images, we estimate
the lunar reflectance R for each LOLA shot to form a syn-
thetic image. The Lunar-Lambertian reflectance is a function



of the angle of incidence of light, which depends on the an-
gle to the sun and the surface normal. The surface normal is
computed by adding the normals from each available triangle
in the LOLA shot (see Figure 2) and normalizing the result.
Some triangles’ normals may not be available since LOLA
does not always successfully return five surface readings.

Given the surface normal and the vector from the surface
to the sun, we compute the expected reflectance with the pho-
tometric equation presented in [9], as

R = 2L(α)µ0/(µ0 + µ) + (1− L(α))µ0

where µ0 is the cosine of the incidence angle (i in Figure 3)
between the vector to the sun and the surface normal, µ is the
cosine of the emission angle (e in Figure 3) between the sur-
face normal and vector to the spacecraft, θ is the angle in de-
grees between the spacecraft and sun from the lunar surface,
and L(α) = 1.0− 0.019α+ 2.42 ∗ 10−4α2 − 1.46 ∗ 10−6α3

is the limb darkening factor that depends on the phase angle
α shown in Figure 3. The synthetic image along each LOLA
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Fig. 3. Illumination and viewing angles used by the Lunar-
Lambertian reflectance model.

track is then a product of the reflectance and a constant factor,
γR. The value of γ depends on two factors: the parameters
of the camera that took the image, and the properties of the
reflecting surface. The albedo of the lunar surface varies, par-
ticularly between the flat, low-lying maria and the highlands,
but it is locally consistent.

3.2. Parameter Estimation: Gauss Newton Algorithm

Our goal is to find

arg min
M

S(M) = arg min
M

∑
i

ei(M)2,

where ei(M) = I (Mpi) − γRi is the error between a sin-
gle LOLA shot’s synthetic image and observed image given
a transformation homography M . The true error in the satel-
lites’ positions cannot be accounted for with a planar homog-
raphy, since the surface of the moon and the LRO’s motion are
both non-planar. However, we have found that planar homo-
graphies are an effective approximation across limited areas.

Minimizing this objective function is a non-linear least
squares problem. A common tool for solving such problems

Algorithm 1 gauss newton(p,R, I,M): Aligns a set
of LOLA shots with homogeneous coordinates p and re-
flectances R to an observed image I , given an initial trans-
formation matrix M .
errold =∞
loop
γ = (

∑
I(Mpi)) / (

∑
Rr

i )
∀i ∈ {1, .., |L|} Ei = I(Mpi)− γRi

err =
∑

iE
2
i

if err ≥ errold then
return Mprev

end if
errold = err

J =


dI(Mp1)
dM1,1

dI(Mp1)
dM1,2

· · · dI(Mp1)
dM2,3

...
...

...
...

dI(Mpn)
dM1,1

dI(Mpn)
dM1,2

· · · dI(Mpn)
dM2,3


D =

(
JTJ

)−1
JTE

∆ =

 D1 D2 D3

D4 D5 D6

0 0 1


Mprev = M
M = M + ∆

end loop

is the Gauss-Newton algorithm, a variant of Newton’s method
which doesn’t require the computation of second derivatives.

In each step of the algorithm, we find a change ∆ to the
parameters β (the entries of M written as a vector) such that
the error decreases, where βt+1 = βt + ∆. As with Newton’s
method, we choose βt+1 to be the point where the second-
order Taylor expansion of S reaches zero. For each new value
of β (and M ) we recompute γ. By simplifying and approx-
imating this second-order Taylor expansion, we find each ∆
from the equation −Je(β)T r = Je(β)TJe(β)∆, where e is
the error vector. The full Gauss-Newton algorithm is shown
in Algorithm 1.

3.3. Search Over the Image Pyramid

The Gauss-Newton algorithm, like Newton’s method, is
highly susceptible to local minima. In our problem, the
LOLA tracks begin highly misaligned, and a naive applica-
tion of Gauss-Newton will converge to nearby local minima
rather than the global minima.

To prevent this, we first search on downsampled, lower-
resolution layers of the image pyramid. By downsampling we
find only a coarse alignment, but the lower resolution image
allows us to avoid local minima and coregister the tracks in
the presence of large initial errors.

Once a coarse alignment is found, we align the LOLA
tracks on progressively higher resolution layers of the image
pyramid using Algorithm 2, using coarser alignments as start-



Algorithm 2 coregister(L, I): Given a list of LOLA
tracks L and an image I , return a list of transformations from
track coordinates to image coordinates.
P = image pyramid(I, n)

T0 =

 1/2n 0 0
0 1/2n 0
0 0 1


G = gauss newton(L,Pn, T0)
∀ i ∈ {1, . . . , |T |}Mi = G
for i from n− 1 to 0 do

for j ∈ {1, .., |T |} do

Mj =

 2 0 0
0 2 0
0 0 1

Mj

 0.5 0 0
0 0.5 0
0 0 1


Mj = gauss newton(L,Pi,Mj)

end for
end for
return M

ing points to avoid local minima.

4. SELECTED RESULTS

Next, we show selected results with Gauss-Newton on an im-
age pyramid aligning LOLA tracks to Apollo-15 images. Fig-
ures 4 and 5 show the position of the LOLA tracks on an
Apollo image both before and after finding a transformation.
The red lines indicate the tracks, and the color between them
indicates the expected luminence of the moon based on the
surface normal, sun position and camera position. The intial
error in both cases is large, as seen by the large mismatch be-
tween the color of the LOLA track and the background image.

After Gauss-Newton on the image pyramid is applied, a
successful transformation is found. The expected image in-
tensity closely matches the actual intensity.

Although our algorithm allows us to find general planar
homographies from the track coordinates to image coordi-
nates, in practice the transformations that are found are affine
transformations. They have a large translational component
and a slight rotational component.

5. CONCLUSION

We have presented a novel algorithm that aligns orbital LI-
DAR data captured by a current lunar mission to orbital im-
ages taken with imprecise camera poses during the Apollo
missions. The algorithm applies the Gauss-Newton method
to determine the best homography between the actual image
and a synthetic image obtained from the local surface normals
using the Lunar Lambertian reflectance model. To avoid lo-
cal minima and speed up computation the method is applied
on an image pyramid. The algorithm has been successfully
tested on large areas of the equatorial lunar surface.

(a) Before Coregistration

(b) After Coregistration

Fig. 4. LOLA tracks passing through the western part of
Mons Hadley are shown (a) before coregistration, and (b) af-
ter coregistration. Note how after coregistration, the synthetic
image matches the actual image much more closely.

(a) Before Coregistration (b) After Coregistration

Fig. 5. LOLA tracks over Aratus crater (a) before coregistra-
tion, and (b) after coregistration. The sides of the crater form
distinctive visual features.
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