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Abstract

Many logistics problems require mobile agents to retrieve and deliver a set of items.
For example, postal services and couriers retrieve and deliver letters and packages,
while taxis pick up and drop off passengers. These problems are instances of the
Pickup and Delivery Problem (PDP), in which a set of mobile agents services a set of
spatially-located requests. The goal is to find a schedule that minimizes fuel usage or
delivery time, under constraints such as time, vehicle capacities, and task priorities.
The general PDP is a well-studied, NP-hard problem.

As autonomous mobile robots become increasingly capable and available, they offer
new applications of the PDP. In fact, robots are already deployed in warehouses to
retrieve and prepare goods for shipping, and our CoBot robots autonomously deliver
mail to occupants of an office building. Approximation algorithms and heuristics exist
for some variants of the PDP, with varying levels of effectiveness.

In this thesis, I will introduce a novel approach to plan for multi-agent retrievals
and deliveries with transfers. Instead of having a single mobile agent retrieve and
deliver each item, each agent can transfer items to other agents (or chains of agents)
for delivery. By transferring items between mobile agents, a reduction in fuel cost and
time is possible. Allowing transfers increases the number of possible delivery schedules
exponentially, and leads to an especially challenging planning problem. In this thesis,
I will address the problem of planning with transfers under various constraints, such
as capacities, times, and task priorities. I will consider both the offline and the online
cases, where the tasks are not known beforehand. I will evaluate the algorithms for
planning with transfers both in simulation and on physical robots.

I have already accomplished several steps towards my overall thesis goal of planning
to retrieve and deliver items with transfers. First, I have developed an approximation
algorithm, based on the construction of a minimum spanning tree, for retrieving a set
of items and delivering them to a central location, with transfers only at pickup and
dropoff points. I proved that this algorithm is two-approximate to the optimal solution,
and showed that the optimal solution with transfers only at these fixed points in turn
gives a two-approximation to the optimal solution with transfers that can occur any-
where. I showed that transferring items reduces the time taken and distance traveled,
and demonstrated the algorithm on the CoBot and the CreBot robots, which perform
delivery tasks requested by users in an office building. The CreBot robots transfer
items autonomously by aligning their custom-built tilting trays. Second, I have de-
veloped three algorithms to plan for ridesharing with transfers, in which passengers
plan to catch rides from a sequence of drivers: a greedy algorithm, an auction algo-
rithm, and an algorithm based on finding the shortest path in a graph. Each of these
algorithms provides a tradeoff between computational cost and solution effectiveness.
I demonstrated on routes taken by San Francisco drivers that transferring passengers
between vehicles can reduce total fuel use. Furthermore, I have developed a distributed
algorithm to dispatch mobile robots to handle events detected by a wireless sensor net-
work. In this thesis, I will extend this work to develop a distributed algorithm to plan
for deliveries with transfers.

My proposed remaining work for this thesis will include studying the online version
of the problem, in which the delivery tasks (and the vehicle routes themselves, in the
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ridesharing domain) are not known beforehand, and in which replanning is necessary
in response to delays, cancellations and other unexpected events. I will study how
to plan schedules with transfers using distributed algorithms and limited information,
without a central controller. I will research how to plan for transfers under additional
constraints, considering factors such as the time of both drivers and passengers, the
number of transfers, and task priorities. I will evaluate the effectiveness of the algo-
rithms to plan to transfer items in simulation in both the ridesharing domain and the
warehouse domain, in which robots deliver items in a warehouse to packing stations. I
will also evaluate the planned schedules through execution on the CoBot and CreBot
robots, executing user requests.
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1 Introduction

1.1 Motivation

Many types of logistics problems require mobile agents to retrieve and deliver a set of
objects. For example, taxis pick up and drop off passengers, mail services retrieve and
deliver letters and packages, and airplanes deliver passengers and freight. All of these
problems are instances of the Pickup and Delivery Problem (PDP), in which a set of
mobile agents services a set of spatially-located requests. Given a set of object pickup
and dropoff locations, along with a set of mobile agents, the goal is to find a schedule
for the agents to minimize energy consumed or delivery time, under constrains such
as time windows, vehicle capacities, and task priorities. The PDP is a well-studied,
NP-hard problem, so approximation algorithms and heuristics have been developed to
address variants of the PDP.

As autonomous mobile robots become increasingly capable and available, they offer
new applications of the PDP. Our multiple CoBot robots currently deliver items, such
as mail, autonomously to occupants of an office building in response to user requests.
These robots localize and navigate robustly, and are capable of using the elevator to
move between floors and deliver items by using symbiotic autonomy, the idea that
robots and humans can complement one another’s shortcomings (see Figure 1. Since
the CoBots have no arms, humans help by pushing elevator buttons and placing items
in their baskets. To deliver items as effectively as possible, algorithms are needed
to address the PDP and form schedules of tasks for the robots. These schedules must
account for robot capacities, time constraints, limited battery life, and more, and plans
must be created and modified online in response to delays, cancellations, and new task
requests. Immediate applications of the PDP to autonomous robots are not limited
to the CoBot robots: autonomous robots are already deployed to retrieve and deliver
items for distribution in warehouses.

In this thesis, we introduce and contribute a novel extension to the PDP: allowing
agents to transfer items to other agents before delivery. We call this problem the
Pickup and Delivery Problem with Transfers (PDP-T). With transfers, one robot may
pick up an object and transfer it a different robot (or a chain of robots) for delivery.
Transferring items enables a reduction in battery / fuel cost and delivery time for many
problem instances.

Figure 2 shows an example of the benefits of transferring items. In Figure 2a, one
robot picks up and then delivers all the items A, B, C and D. The robot travels six
corridors of distance over a corresponding six units of time. In Figure 2b, a second
robot is introduced. With two robots delivering the items, each picks up the items near
its starting position and delivers one to each of the two delivery points. An increased
eight units of distance are travelled, but delivery now only takes four units of time.
Next, in Figure 2c we consider two robots that can transfer items. At the intersection
of the two corridors, the robots swap items B and C. Now, each robot only needs to
travel to the end of a single corridor to deliver both of its items. By transferring items,
we reduce the total distance travelled to four units and the delivery time to two units.
Transferring empowers us to make deliveries more efficiently because items heading in
the same direction can be routed to the same vehicle, dividing the transportation cost
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(a) (b) (c) (d)

Figure 1: Items are retrieved and delivered in our building by (a) multiple CoBot robots.
With symbiotic autonomy, humans help the robots to (b), (c) place and remove items from
the robots’ baskets and to (d) take the elevator.

between the items. While this simple example demonstrates the benefits of transferring
items in the PDP-T, there are many algorithmic challenges that must be addressed to
effectively plan for deliveries with transfers.

We are especially interested in the problem of transfers because, unlike in traditional
multi-robot task allocation, the individual tasks are tightly coupled . The cost of a
schedule with transfers depends highly on the combination of tasks assigned to all of
the robots. Planning for transfers requires multi-robot coordination and cooperation
in the fullest sense, rather than simply the execution of tasks independently in parallel.

1.2 Thesis Approach

In this thesis, I will introduce a novel approach to plan for multi-agent retrievals and
deliveries with transfers. Instead of requiring a single mobile agent to retrieve and
deliver each item, an agent can transfer items to other agents (or chains of agents) for
delivery. By transferring items between mobile agents, a reduction in fuel cost and
delivery time is possible. Allowing transfers increases the number of possible delivery
schedules exponentially, and leads to an especially challenging planning problem.

The work in this thesis will have four major components:

1. Planning for transfers when the tasks are known beforehand (the offline problem),

2. Planning and replanning for transfers when the tasks are not known beforehand
(the online problem),

3. Planning for transfers with distributed algorithms, and

4. Evaluating plans with transfers on multiple domains, both in simulation and on
physical robots.

We will discuss each component of the thesis in greater detail.
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Figure 2: An example PDP-T problem, in which robots pick up and deliver items, using (a)
a single robot, (b) two robots without transfers, and (c) two robots with transfers. Using
transfers lowers both the total distance travelled by the robots and the delivery time.

Offline Planning for Transfers Under Constraints First, in this thesis we
will seek to develop algorithms to solve the PDP-T when the items to be retrieved and
delivered are known beforehand. Allowing transfers increases the number of possible
schedules exponentially, so practically useful scheduling algorithms will be approxi-
mations or heuristics which do not necessarily give the optimal schedule in terms of
execution cost or time. However, in certain special cases we can provide bounds on an
algorithm’s suboptimality, as will be discussed in our previous work.

We will consider planning for transfers under various problem-dependent con-
straints. These constraints include properties such as vehicular capacities and budgets,
time windows for pickups and deliveries, task priorities, and consideration of the cost of
transferring. We will evaluate the effectiveness of these plans, especially in comparison
to plans which do not include transfers.

Online Planning for Transfers with Replanning The second part of this
thesis will consider the PDP-T when the items to be transported are not known be-
forehand. Examples of this problem in the real world include delivering passengers
on demand with a fleet of taxis, or servicing instantaneous requests with the CoBot
robots. For the online problem, an optimal solution is not possible. It is also important
to plan for agents to be available to handle requests in areas which are expected to
have high demand.

When deploying robots in the real world, we can expect that things will not go as
planned. The same is true of pickup and delivery problems with transfers. We will
examine how to replan when robots are late, when robots are early, and when online
requests are cancelled or changed. When replanning, we will attempt to change the
pickup and delivery times for the other items as little as possible.
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Distributed Planning for Transfers Thus far, the thesis has assumed a central
planner with full information forms schedules to pickup and deliver the items. In this
component of the thesis, we eliminate this assumption and plan in a distributed fashion.
By eliminating a central planner, the robots no longer have a single point of failure.
Furthermore, in systems with limited communication ranges, we can reduce the cost
of information sharing by making use of only local information.

In developing a distributed algorithm, we will build on our previous work on han-
dling events with mobile robots detected by wireless sensor networks.

Properties of the PDP-T In this thesis, we will examine the offline, online and
distributed versions of the PDP-T problem. We will also explore the PDP-T along a
second dimension, the properties of the PDP-T problem itself. These properties vary
based on the problem domain, and include the following considerations.

1. There exist multiple items to pickup and deliver, with destinations that may or
may not be distinct.

2. Multiple vehicles with starting points are availabile to service requests. These
vehicles may have their own destinations as well, as in the ridesharing problem.

3. Vehicles have capacities, which may be infinite.

4. There is a cost to transferring items, which may be zero.

5. Transfer points may either be fixed to certain locations, or vehicles may transfer
items at any point in the metric space.

6. Items may have a maximum number of times they may be transferred. For
example, in the ridesharing problem passengers would wish to limit the number
of times they transfer.

7. Tasks may have priorities, which weight the importance of certain tasks more
highly than others.

8. Items may have time windows in which they should be delivered. These could be
hard constraints or soft constraints with a penalty for violating them.

9. The objective is to minimize the total distance travelled by all vehicles (and the
cost of delivery), to minimize the delivery time, or to minimize both.

Evaluation in Simulation and on Robots We will evaluate our algorithms for
planning with transfers in three main domains:

1. On the roads. Using maps of cities and publicly available taxi-cab data, we can
recreate passenger demands in the city. With this data, we can construct PDP-T
problems and evaluate the effectiveness of solutions generated by our algorithms.
On the map of the city, we will consider two particular cases: fleets of taxis
without their own destinations, and a ridesharing service, in which vehicles are
driven by non-professional drivers with their own starting points and destinations
who offer to pick up passengers along the way (see Fig. 3a).
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(a) On the Roads (b) In the Warehouse (c) In the Office

Figure 3: We will evaluate PDP-T solutions in three different domains: (a) on the roads,
with autonomous taxis and ridesharing; (b) in the warehouse, by planning to ship items with
transfers (image copyright Kiva Systems); and (c) in the office, delivering items with the
CoBot and CreBot robots.

2. In the warehouse. We will consider a simulated warehouse floor, in which mo-
bile robots are required to deliver products to stations which prepare the objects
for shipping. By transferring items, we will show that the throughput of the
factory or warehouse can increase (see Fig. 3b).

3. In the office. We will deploy the CoBot and CreBot robots to execute schedules
delivering mail or other items in the Gates-Hillman Center, and demonstrate that
transferring items leads to faster delivery times at lower cost. The implementation
of this domain is made possible by our extensive prior work on mobile robots
[35, 23, 22, 16, 25]

In each domain, we will compare solutions with transfers to solutions without transfers.

1.3 Expected Contributions

This thesis is expected to make the following contributions:

• The introduction and definition of the Pickup and Delivery Problem with Trans-
fers,

• Novel algorithms for transfers under various constraints and problem domains
when the items to be delivered are known beforehand;

• An algorithm to plan for transfers with online requests, and an examination of
how to replan in response to delays and cancellations;

• A distributed algorithm that plans to deliver items with transfers, given only
local information; and

• Evaluation on multiple domains, including on physical robots.

5



2 Background and Related Work

In this section, we provide an overview of related work pertaining to the PDP-T.
Broadly speaking, this work falls at the intersection of two fields: scheduling and
robotics. The scheduling community has studied the PDP problem extensively, along
with other, more general variants of the Vehicle Routing Problem (VRP), which PDPs
are a subset of. This thesis extends the scheduling community’s work on the PDP
by considering transfers. The robotics community has extensively studied the related
problems of task allocation, distributed algorithms, and robot rendezvous. Further-
more, prior researchers have deployed robots which deliver items. We build on this
work as well to execute solutions to the PDP-T on robots, and to develop distributed
algorithms.

2.1 Scheduling: The Vehicle Routing Problem

The scheduling community has conducted extensive research on the Vehicle Routing
Problem (VRP). In the VRP, a set of vehicles must visit a set of locations to ser-
vice customer requests. A solution to the VRP is a schedule, which assigns requests
to vehicles and provides an ordering in which each vehicle should visit its assigned
requests.

An overview of major variants of the VRP is shown in Table 1. Types of VRPs are
widely varied, and their naming in the literature is inconsistent. Here, we attempt to
provide a broad overview. We refer the reader to more thorough taxonomies [36] and
surveys [71, 72, 90] for further details.

Problem Description Vehicles Items Ref.

Traveling Salesman
Problem (TSP)

Service a set of locations and re-
turn to the starting location.

Single None [21]

Multiple TSP Multiple vehicles service a set
of locations and return to the
starting location.

Multiple None [12]

Single Vehicle Rout-
ing Problem with
Backhauls

Service a set of pickup and de-
livery requests to or from cen-
tral depots with a single vehicle.

Single To / From Depots [71]

Multi-Vehicle Routing
Problem with Back-
hauls

Service a set of pickup and de-
livery requests to or from cen-
tral depots.

Multiple To / From Depots [71]

Single Vehicle Pickup
and Delivery Problem

Service a set of pickup and de-
livery requests with a single
robot, then return to the depot.

Single Multiple [44]

Multi-Vehicle Pickup
and Delivery Problem
(PDP)

Service a set up pickup and de-
livery requests to and from ar-
bitrary locations.

Multiple Multiple [72]

Table 1: Selected variants of the Vehicle Routing Problem.
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The Travelling Salesman Problem The most famous variant of the VRP is
the Travelling Salesman Problem (TSP), in which a single travelling salesman finds
the shortest path to visit a set of cities, sell his wares, and return home. The TSP is
NP-hard. However, constant factor approximation algorithms exist to find solutions
within a set factor of the optimal solution in polynomial time. For the general TSP,
a heuristic which creates a tour on the edges of the minimum spanning tree gives
a two-approximation algorithm. For metric TSP, the best known approximation is
1.5-approximate [21], and for the Euclidean TSP, an algorithm which gives a (1 + ε)-
approximation in polynomial time is known [6, 63].

The multi-TSP extends the travelling salesman problem to multiple salesmen. The
multi-TSP has been addressed with integer programs, other exact methods, and with
heuristics [12].

The Vehicle Routing Problem with Backhauls The remaining classes of
problems deal with transporting items, rather than simply visiting locations. First,
we discuss the Vehicle Routing Problem with Backhauls (VRPB). In problems of this
class, vehicles deliver items to customers from a central depot and deliver items from
customers to a central depot or depots, but do not deliver items between customer
locations. The vehicles may deliver all the items before retrieving any, or may intermix
deliveries and pickups. In the simultaneous delivery and pickup problem, vehicles must
both deliver and retrieve a single customer’s items in one stop. The VRPB may have
additional constraints, such as capacities [89], time windows [34], and multiple depots
[65]. The VRPB can be solved optimally [71], with many proposed heuristics [41, 31,
30, 65], or with metaheuristics such as tabu search [34, 3], simulated annealing [69],
genetic algorithms [7], ant colony optimization [18], and particle swarm optimization
[52].

The Pickup and Delivery Problem The last variant of the VRP we discuss
is the Pickup and Delivery Problem (PDP), which is the focus of this thesis. Here,
customer requests involve retrieving items from one location and delivering them to
another location. The pickup and delivery locations are not limited to central depots.
The PDP is sometimes called the Dial-a-Ride-Problem (DARP), named after how users
dial a taxi for a ride. The only difference between the two problems is that DARP
plans for passengers, so user convenience is often taken into account. There are many
variants of the PDP, such as capacities and time windows, as shown in Table 2.

The PDP has been solved exactly with branch and bound methods [75, 61] for
smaller problem instances. It has also been addressed with numerous heuristics such
as construction heuristics [62] and column generation heuristics [96]. The other ap-
proaches to this class of problems have largely consisted of metaheuristics, such as
tabu search [67, 59], genetic algorithms [51], and a hybrid algorithm consisting of sim-
ulated annealing and large neighborhood search [13].

A few approximation algorithms with guarantees have been developed for the VRP
as well. Approximation algorithms have been proposed for requests with release times
at which jobs can first be performed but without deadlines [15], with time windows for
a single vehicle [9], and for the capacitated single vehicle pickup and delivery problem
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Type Name Description

Vehicles

Capacities Vehicles may carry a limited number of items.
Split Deliveries Loads can be divided bewteen multiple vehicles.
Vehicle Destinations Vehicles have their own ultimate destinations (ridesharing).
Limited Fuel Vehicles can only travel a limited distance before refueling.
Heterogeneous Vehicles Vehicles have different capacities, speeds and other capabil-

ities (i.e., cars, trucks, boats and planes).

Time

Release Times Items can only be picked up at a specified release time.
Deadlines Items must be delivered by a deadline.
Time Windows Items have both release times and deadlines.
Soft Time Windows Time windows can be violated, but with a penalty.

Requests
Request Priorities Certain tasks are more important to complete.
Customer Preferences Penalties may be incurred based on item to vehicle assign-

ment.

Dynamic

Stochastic Service Times Vehicles spend a variable time servicing customers.
Stochastic Travel Times Vehicles spend a variable time travelling routes.
Dynamic Requests Customer requests are not known beforehand.
Dynamic Destinations Customer destinations are not known in advance.
Dynamic Vehicles Available vehicles are not known beforehand (ridesharing).
Vehicle Failures Vehicles may break down and become inoperable.

Transfers
Transfer Cost Vehicles pay a penalty to transfer items.
Fixed Transfer Points Vehicles can transfer items at fixed points.
Dynamic Transfer Points Vehicles can transfer items anywhere.

Distributed Vehicles must plan and communicate locally.

Table 2: Selected variants of the Pickup and Delivery Problem.
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[20, 45].

Dynamic Pickup and Delivery Problems In dynamic pickup and delivery
problems, requests come in over time and are not known beforehand. The two general
approaches used to solve these problems are to apply static solutions as new informa-
tion comes in, or to apply heuristics to adjsut existing schedules [14, 57]. Many such
heuristics have been proposed [81, 74, 32, 79]. As with static pickup and delivery prob-
lems, metaheuristics, such as tabu search and simulated annealing [46], have also been
applied to the dynamic PDP. Researchers have also developed heuristics to respond
to other types of dynamic events, such as cancellations, traffic delays, and accidents
[47, 95, 78].

Pickup and Delivery Problems with Transfers Less work has focused on
robots that transfer items. The idea of transfers is already central to hub and spoke
distribution networks, such as mail services and air travel. In these networks, items
or passengers are transferred to central hubs, or “transhipment” points, of varying
granularities before being brought to their final destination. These hub and spoke
networks are effective for networks with large amounts of traffic, but less effective in
networks which make fewer deliveries, in which the cost of transporting only a few items
to and from the hubs may not be justified. We speculate that furthermore, the efficiency
of hub and spoke networks could be improved for large problem sizes by planning
for each item individually, however, this has not ocurred due to the computational
challenges. See [17] for a more detailed overview of hub and spoke networks in the
airline industry.

Algorithms have been developed to find the optimal solution [29] and heuristics
[64] for the PDP with fixed transshipment points, and for the capacitated PDP with
time windows and a single transshipment point [66]. Solving the PDP with online
requests to minimize delivery delay has been considered in [92] with a single relay
between the pickup and delivery vehicles. Our work differs in both approach and scope.
In particular, we consider transfers that are not limited to a small, fixed number of
exchange points.

In [87], transfers at any pickup or delivery location are considered in the construc-
tion of heuristics for the PDP with time windows. Another heuristic was proposed for
the case where transfers can occur anywhere [83].

In [42], a randomized O(log3 n) approximation, where n is the number of pickup
and delivery vertices, is given for the preemptive capacitated PDP, where objects may
be dropped off at pickup points and retrieved by other vehicles later.

2.2 Related Robotics Research

Next, we discuss related work from the robotics community. This includes research
in robots to do pickup and delivery tasks, task allocation, ridesharing, and robot ren-
dezevous.
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Pickup and Delivery Robots Previous researchers have also deployed robots
to pick up and deliver items. In 1994, the HelpMate courier robots transported items
within hospitals [37].

Later robots, such as Xavier, allowed users to request tasks over the internet [86, 85].
Other robots soon followed in allowing users to request tasks over the web [84, 43, 80,
82]. Likewise, users can request task for our CoBot robots over the web, including
pickup and delivery tasks. The CoBots differ from these previous efforts in the scale
and length of their deployment. Additionally, in this thesis, we execute schedules for
pickup and delivery with multiple robots and with transfers.

Task Allocation A well-studied field of research closely related to this thesis is
robot task allocation, in which tasks must be assigned to robots to maximimize a
utility function. However, approaches to robot task allocation typically assume that
tasks are independent [39]. In the PDP, the tasks are not independent, as the cost
of a schedule is highly dependent on the ordering of the tasks and the distances that
must be travelled between tasks. Introducing transfers makes the tasks even more
interdependent, as the insertion of transfer points depends on the ordering of the rest
of the schedule.

Since task allocation is strongly NP-hard, a common approach is to greedily assign
tasks to robots as the robots become available [40]. Another popular approach is a
free-market based auction system, where the mobile robots place bids on tasks based
on the cost to accomplish them [98].

Researchers have also studied dynamic task allocation problems, where the tasks
are not known beforehand [58] and where the robots must respond to failures and
environmental changes [70].

Ridesharing With the advent of autonomous cars, researchers have begun to in-
vestiage systems to plan for ridesharing. The idea of ridesharing is that drivers, going
about their ordinary driving, will offer rides to passengers travelling nearby to help
offset their fuel costs. Systems have been built such that drivers and passengers in-
put their destinations on their cell phones, and software helps match passengers with
drivers. The ridesharing problem is an instance of the PDP, with the additional prop-
erty that drivers have their own destinations, just like passengers do.

Limited prior work has been done on the ridesharing problem without transfers.
The most common approach is the use of auctions to assign passengers to vehicles. In
[1] a distributed, multi-agent rideshare system is presented where an auction assigns
passengers to vehicles. Later work has focused on making auctions that are incentive
compatible and encourage users to negotiate truthfully. This work attempts to not only
minimize the vehicular miles travelled (VMT), but also to maximize the probability of
successful rideshares by considering user preferences. However, currently this work is
restricted to assigning a single rider per driver [55]. In [53], Kamar and Horvitz assign
passengers to vehicles with a set cover approximation algorithm. They also consider
mechanism design to construct a fair payment system.

A third approach to dynamic ridesharing is presented in [49]: a combination genetic
algorithm and insertion heuristic. This work considers the problem when passengers
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have time windows.
In this thesis, we consider the problem of ridesharing when the vehicles can transfer

passengers. To the best of our knowledge, the only researchers who have considered the
problem of dynamic ridesharing with transfers are Herbawi and Weber. However, their
work lies in finding routes for a single passenger while optimizing multiple objectives:
cost, time, and the number of drivers in the route. They present an evolutionary
algorithm to plan multi-hop routes with multiple objectives in [48]. In the previous
work for this thesis, we have formed schedules for multiple passengers with transfers,
rather than a route for an individual passenger. The cost of the passengers’ routes are
highly co-dependent when the passengers share vehicles.

Robot Rendezvous The robot rendezvous problem is to find a rendezvous point
for a set of robots which minimizes the total distance travelled to reach it. Although
the idea of the optimal meeting point is quite simple, it is difficult to compute. In fact,
it has been shown that no closed form solution exists. However, numerous algorithms
have been developed to find the optimal meeting point with gradient descent and other
techniques, including a near-optimal solution for general maps [97]. Other researchers
have devised algorithms to find rendezvous locations given a schedule of meetings [4]
or for a set of worker robots to rendezvous with a single tanker robot [60]. The robot
rendezvous problem has also been studied for two robots in an unknown environment
[77].

This thesis focuses on forming a schedule for robots to transfer items, while the
robot rendezvous research finds only a meeting point for multiple robots. However,
this prior work in robot rendezvous could be used as a subcomponent in forming the
schedule.

Distributed Algorithms A large community of researchers have been studying
how to build distributed algorithms. Applications of distributed algorithms include
multi-robot coverage [11], exploration [98], formation control [8], and task allocation
[56, 70], and among the most common approaches are biologically inspired local control
rules [56] and multi-agent auctions [33]. Distributed auctions have also been applied to
scheduling problems [94]. In this thesis, we propose to build on these efforts to develop
distributed algorithms to plan for transfers.
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3 Previous Work

We have already made some progress towards the thesis goal of planning to transfer
items in pickup and delivery problems. First, we have extensive experience scheduling
and deploying the CoBot robots to perform user requested tasks [91]. This prior work
informed and inspired our interest in planning to transfer items, and particularly our
interest in addressing the online probelm and replanning. Second, we have examined a
variant of the PDP-T, the Collection and Delivery Problem with Transfers (CDP-T) in
which all of the items are delivered to the same location [26]. Third, we have studied the
ridesharing problem, a variant of the PDP-T in which the vehicles also have their own
destinations, in addition to the passengers [27]. Finally, we have researched distributed
algorithms to solve an online task allocation problem [24]. This work motivates our
interest in planning for online transfers with distributed algorithms. In this part of the
proposal document, we discuss each area of our previous work.

3.1 Scheduling with the CoBot Robots

We have been pursuing the goal of deploying multiple autonomous mobile robots capa-
ble of performing tasks as requested by users in our multi-floor building. This thesis is
motivated in part by this deployment of the CoBot robots. In this work, the robots do
not transfer items. Furthermore, not all of the tasks scheduled are pickup and delivery
tasks.

Figure 4: The deployed CoBot service robot.

We have developed four CoBot robots, CoBot-1, CoBot-2, CoBot-3, and CoBot-4.
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The robots move quickly and smoothly with their omnidirectional bases, and pur-
posefully include a modest variety of sensing and computing devices. These include a
controllable camera, a Microsoft Kinect depth-camera, a small Hokuyo LIDAR, and a
touch-screen tablet. The CoBots autonomously localize and navigate in the building
using depth-camera and LIDAR based localization and navigation algorithms.

Recently, we have effectively deployed CoBot (see Figure 4) to the occupants of
our building for several hours each day. Occupants can schedule the CoBot robots to
perform four different tasks:

1. Go to a room,

2. Deliver a spoken message at a room,

3. Transport an object or a person from one room to another, and

4. Escort a person from an elevator to a room.

It has been rewarding to witness the robot continuously moving in our building among
four floors without supervision.

The deployed CoBot follows a symbiotic autonomy approach [76] given that it has
limitations in its perception, cognition, and action. The robot proactively assesses that
it needs help and asks humans to help resolve its limitations, particularly the physical
ones. For example, the CoBot robots do not have arms, and therefore they ask for help
for manipulating objects and pressing elevator buttons.

Users can request tasks on an online web server which are then processed by a
scheduler, which determines their execution time. The scheduler sends these tasks to
the robot, which executes the tasks.

In this section, we present the system used to schedule tasks for the CoBot robots,
along with results from a two week deployment.

3.1.1 Scheduling User-Requested Tasks

Users request tasks over the web for CoBot to perform. From CoBot’s website, regis-
tered users can book a new task, view a list of their own scheduled tasks and completed
tasks, cancel scheduled tasks, and see the current position of the robot. Trusted users
can view the scheduled and completed tasks of all users, and observe and control CoBot
via telepresence [22].

When scheduling a task, users choose:

• Task Type. The task request. The options include 1) go to a room, 2) deliver
a spoken message, 3) transport an object from one location to another, and 4)
escort a visitor from the elevator to an office.

• Task Parameters. Task-specific options. This includes the destination location(s)
for each task. Other options could include a spoken message to deliver or the name
of an object to transport.

• Time Constraints. When the task should be executed. The user can specify “as
soon as possible”, a specific time, or a window of time.

Each request submitted by the user is sent to the scheduler , which may either accept or
reject it. If the scheduler rejects a request, it proposes alternative times when the robot
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Figure 5: Users schedule tasks from an easy-to-use web interface with information about the
robot’s availability and status.

is available. The scheduler must fit the requested tasks into a schedule, a mapping of
tasks to execution times.

The schedule is formed using a mixed integer program. The details of this mixed
integer program are presented in [28]. Solving an MIP is NP-hard; however, for smaller
problem instances it can be done relatively quickly. We generated a thousand problem
instances of fifteen tasks with two minutes to a half hour duration, with randomly
generated time windows over the course of a four hour period. We expect CoBot to
receive similar patterns of requests in the real world. The scheduler solved over 99%
of the problems in under two seconds on a laptop computer. In the few cases where a
solution is not found in two seconds, we can reject the user’s request and ask them to
modify their time window.

In practice, the task requests are not processed in a batch, but come in an online-
fashion over the web. We reschedule everything whenever a new request is made. If a
schedule cannot be found, the user’s request is rejected and the user has an opportunity
to relax their constraints.

After a schedule is formed, it is sent to the robot’s task planner to execute. The task
planner provides continuous feedback regarding the state of execution, and informs the
scheduler when the task has been completed or if the task has failed.

3.1.2 Deployment Results

We deployed CoBot on the upper four floors of an office building for a two week period.
CoBot was deployed for two hours every weekday and made available to the building
occupants. Occupants were alerted of CoBot’s availability through email and physical
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Figure 6: Execution times for, from left to right, Deliver Message tasks, Go to Room tasks,
and Transport tasks. The breakdown includes 1) waiting for help to start the task, 2) riding
the elevator, 3) navigating (not including time blocked by obstacles), 4) waiting blocked by
an obstacle, and 5) waiting for help to end the task.

signs posted on bulletin boards and on the robot itself. The deployment times varied
each day, and were announced beforehand on CoBot’s website.

The response to CoBot’s deployment was positive: over one hundred building oc-
cupants registered to use CoBot on the website. Users found creative ways to exploit
the robot’s capabilities, including, but not limited to:

• Sending messages to friends.

• Reminding occupants of meetings.

• Escorting visitors between offices.

• Delivering printouts, inter-office mail, USB sticks, snacks, owed money, and bev-
erages to other building occupants.

Particularly in the first couple days of deployment, we found building occupants fol-
lowing the robot around to see where it was going and how it worked.

We found that occupants scheduled the robot to transport objects between multiple
floors of the building more often than they used the multi-floor functionality for other
tasks (see Table 3). In particular, the transport task saved the task solicitors time
because they did not have to travel between floors themselves. However, even the
other scheduled tasks utilized the elevator 40% of the time.

In fulfillment of the user requested tasks, CoBot travelled a total of 8.7 km, which
covered most of the building. CoBot spent

• 6 hours and 17 minutes navigating this distance,

• 36 minutes with a blocked path waiting for a person to move out of its way,

Table 3: Total number of task requests per task type and the respective number that used
the elevator.

Task Type Total Requests # Multi-floor
Escort 3 2
GoToRoom 52 22
DeliverMessage 56 20
Transport 29 22
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• 1 hour and 2 minutes waiting for help with the elevator,

• 1 hour and 18 minutes waiting for task solicitor help to complete its tasks.

Figure 6 shows how much time CoBot took to execute each task, and how that time
was apportioned. A total of 140 tasks were completed during the two week deployment,
which took 9 hours and 13 minutes. Based on these times, we find that task solicitors
quickly responded to the robot’s request for help at the start and end of tasks. Building
occupants (even those that had never scheduled a task) were willing and able to help
the robot in and out of the elevator. This finding supports our model of symbiotic
autonomy— humans are willing to help a robot complete its tasks so that the robot is
available and capable of performing tasks for them as well.

Although CoBot could be required to wait for human help indefinitely, the task
execution times are limited. In general, little more than five minutes per task was
spent in the elevator. This is because if CoBot spends more than five minutes waiting
for human help, it sends an email to our research group asking for assistance. Typically,
however, occupants helped CoBot and there was no need to do so. Furthermore, if at
the end of a task no human pressed the button to indicate that the task was complete,
CoBot marked the task as complete and moved on to the next task.

Conclusion We have scheduled and deployed robots extensively to fulfill user tasks.
This work has informed and inspired our current research on planning to transfer items.
It has also motivated our interest in the online task assignment problem and with
replanning.

3.2 The Collection and Delivery Problem with Transfers

In our previous work in [26], we examined the role of transfers in the collection and
delivery problem (CDP), a subproblem of the VRP in which the robots retrieve a set of
items and deliver them to a single central location. In our building, popular requests
for the robots include retrieving mail from the secretaries’ offices and delivering it to
the central office, as well as delivering business cards, fliers or candy to many offices
and returning the leftovers. Both problems are instances of the CDP. We call the CDP
with transfers the CDP-T. The CDP-T is NP-hard, so we introduce algorithms both
to solve it optimally and approximately.

In this section, we introduce the CDP-T and formulate the problem as a delivery
tree. We consider CDP with transfers anywhere (CDP-TA), where transfers are not
limited to pickup locations, and show that the optimal solution to the CDP-T costs
at most twice that of the CDP-TA in a metric space. We propose a two-approximate
polynomial time algorithm for the CDP-T, and a metaheuristic to improve on this
solution. We show the effectiveness of these algorithms in simulation and on physical
robots, and demonstrate an approach for two robots to autonomously transfer objects.
To our knowledge, this is the first time multiple robots have created and executed a
schedule with transfers.
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Figure 7: The optimal solution to the CDP-T can be formulated as a delivery tree. Edges
represent the motion of a single robot. Where the tree branches, all the robots at that branch
point transfer their entire load to a single robot which continues alone.

3.2.1 The CDP-T Problem

We are given a set of robots, located at positions R ⊆ M , where M is a metric space
with distance metric d. The robots must retrieve items from pickup locations L ⊆M ,
then deliver all the objects to a final drop-off location f ∈M . Robots may meet up to
transfer objects, but only at the pickup locations.

We construct the complete graph G = (V,E) where V = R ∪L∪ {f} and the edge
weights are defined by the metric d. The goal is to find a path Pi on G for each robot
such that all the objects are delivered. In a valid solution, the endpoint of every path
Pi is either f or, in the case of a transfer, an intermediate node in another robot’s
path. Every vertex l ∈ L is part of at least one path Pi since every item is delivered.

Many such sets of paths exist, and we consider two objectives to distinguish between
them: a) minimize the total movement energy of the robots, corresponding to the sum
of edge weights, and b) minimize the completion time, corresponding to the length of
the longest path from any robot to the destination.

Now, consider the directed graph T which is the union of all the paths of used
robots Pi, where the paths are chosen to either minimize the total distance travelled
or the maximum distance travelled to deliver any object.

Claim 1. There exists an optimal directed graph T that is a tree.

The proof is presented in [26].
An equivalent formulation for the CDP-T is to construct a delivery tree D with the

following properties (see Fig. 7):

1. The interior nodes are the pickup locations l ∈ L and the final delivery point f .

2. The leaf nodes are a subset of R, the starting locations of the used robots.
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Algorithm 1 cdp t(L, f,R): Construct a
delivery tree given the set of pickup points
L, the dropoff point f , and robots R. NT (v)
gives the set of neighbors of v in T .

G← complete graph(L ∪ {f}, d)
T ← mst(G)
s, v ← argmins∈R,v∈V (G) d(s, v)
T ′ ← deliv tree(R,L, f, T ∪ edge(s, v))
for r ∈ R, r 6∈ T ′ do
v ← argminv∈V (G),NT ′ (v)∩R=∅ d(r, v)
T ′′ ← deliv tree(R,L
f, T ′ ∪ edge(r, v))

if cost(T ′′) < cost(T ′) then
T ′ ← T ′′

end if
end for
return T ′

Algorithm 2 deliv tree(R,L, f, T ): Con-
struct a delivery tree given the set of pickup
points L, the dropoff point f , robots R, and an
intermediate delivery tree T .

A = {l ∈ L : ∃r ∈ R s.t. l ∈ path(r, f)}
T ′ = Null Graph
for r ∈ R do
n = r, P = []
while n 6∈ T ′ do

Append n to P
If n = f , break
Choose n′ = v ∈ NT (n) s.t. v 6∈ P and
v 6∈ A
If 6 ∃n′, n′ = v ∈ NT (n) s.t. v 6∈ P and
v ∈ A
n = n′

end while
P ′ = P with duplicate vertices removed
T ′ = T ′ ∪ P

end for
return T ′

3. Branch points represent transfers of one robot’s load to another. All but one
robot at a transfer point remain behind and are not used again.

Our goal is to either find the delivery tree of minimum weight w(D) (minimum
movement cost), of minimum weighted depth depth(d) (minimum delivery time), or
to minimize a linear combination αw(D) + (1− α)depth(D) where 0 ≤ α ≤ 1.

We show that the CDP-T problem is NP-hard by reducing the TSP to the CDP-
T. In the TSP, a salesman aims to find the minimum distance Hamiltonian tour that
visits every city in a set V exactly once, and return to the initial city. The TSP can be
reduced to the CDP-T problem by setting the cities V as the pickup locations L. We
have one robot r, which begins at the same location as the travelling salesman. We
set the dropoff location f to be the same location, r. So if the CDP-T can be solved
in polynomial time, so can the TSP. Hence the CDP-T is NP-hard.

3.2.2 CDP-T Algorithms

The CDP-T can be solved optimally using mixed integer programming. The details of
this approach are presented in our previous work [26]. Here, we focus on our approxi-
mation algorithm.
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(a)

(b)

Figure 8: (a) An example of the approximation algorithm. Solid black lines indicate edges on
the minimum spanning tree, and dashed lines show the generated delivery tree. (b) Robots
and items are situated at the end of n hallways of length one emanating from the delivery
point f . On = n, where every robots travels to f . O1 = 2n − 1, where one robot retrieves
every item.

Minimum Length Approximation Computing the exact solution to the CDP-
T is difficult since the problem is NP-hard. Hence we are interested in approximation
algorithms, which find a solution in polynomial time that is not optimal, but provably
close to optimal.

The approximation algorithm we introduce generates two-approximate solutions
in terms of total distance to the CDP-T using only a single robot. In fact, a two-
approximate solution to the CDP-T is the best guarantee we can possibly make with
only a single robot. If On is the optimal solution with n robots, and O1 the optimal
solution with any one of those robots, Fig. 8b shows a case where w(O1) approaches
arbitrarily close to 2w(On). With multiple robots, the heuristic further reduces both
the distance travelled and the delivery time.

Our approximation is based on the minimum spanning tree two-approximate heuris-
tic for the TSP, but is extended for multiple robots that transfer items. The algorithm
is shown in Algorithm 1. First, we construct the complete graph G with pickup loca-
tions L and drop-off location f with edge lengths determined by the distance metric
d, and its minimum spanning tree T . Next, choose the edge e of lowest weight from a
node in T to a node in r ∈ R, and add e and r to T to construct T ′.

If O is the delivery tree for the optimal solution, then w(T ) ≤ w(O \R), since T is
the minimum spanning tree over the same nodes. Since a valid delivery tree must have
at least one edge connected to a robot, and we chose the minimum one, w(T ′) ≤ w(O).
We call T ′ an intermediate delivery tree, since it can be used to construct a delivery
tree but not all leaf nodes are robots.

We then construct a tour P , starting at r and ending at f , which visits each vertex
in T ′ at least once with the procedure deliv tree (see Alg. 2). When T ′ contains only
a single robot, this algorithm is equivalent to the two-approximate TSP approximation,
which traverses each edge at most twice. The deliv tree(T ) algorithm extends this
heuristic to multiple robots which can transfer items, and creates a valid delivery tree
with weight at most 2w(T ). Thus, w(P ) ≤ 2w(T ) + w(e) ≤ 2w(O \ R) + w(e) ≤
2w(O \ R). So our single robot algorithm is two-approximate to the optimal multi-
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Figure 9: (a) The initial state. (b) A neighbor found by swapping l1 and l2 (the edges linking
them to other nodes are different). (c) A neighbor with l2 grafted from l1 to l3.

robot solution in terms of total distance.
We can lower the cost further with multiple robots, although no better guarantees

on the approximation bound are obtained. We begin with the constructed intermediate
delivery tree for a single robot, T ′, and for each robot r, greedily add the shortest edge
from r to a node in T to the tree T ′. We construct a new delivery tree from T ′

with deliv tree, and keep the edge and robot in the intermediate delivery tree T ′ if
and only if the delivery tree’s cost decreases according to our objective function. We
then attempt to add the next robot to the updated T ′, iterating through every robot.
This procedure still gives a two-approximation to the CDP, and additional robots
will sometimes decrease both the total distance travelled and the time to completion,
depending on the problem instance. See Fig. 8a for an example of the algorithm’s
results.

We have constructed a two-approximate delivery tree in polynomial time that uses
multiple robots, since the cost of the multi-robot heuristic is at most the cost of the
single-robot heuristic which is two-approximate.

Improvement with Local Search Next, we introduce a metaheuristic to im-
prove upon the two-approximate solution with local search techniques. Specifically,
we make use of simulated annealing [54]. Simulated annealing is a metaheuristic that
begins at some state, and chooses a random “neighbor” of that state. With probability
accept(e, e′, t) the new state is accepted as the current state, where e is the “energy”
(in our case, the cost) of the current state, e′ is the energy of the new state, and t is the
temperature, or the fraction of iterations of the algorithm currently completed. If the
new state is rejected we remain at the current state and repeat with a new neighbor.
The algorithm continues either for a fixed number of iterations or until the energy
crosses some threshold, when the best solution that has been encountered thus far is
returned.

To apply simulated annealing to the CDP, we must define a starting point, an
energy function, an acceptance probability, and a function to return random neighbors
of a state. We search over the underconstrained intermediate delivery trees rather
than strict delivery trees, as this allows us to develop a broader concept of neighboring
solutions that is more closely tied to the approximation heuristic. We use as a starting
point the tree generated by our fast multi-robot heuristic.

The energy function is the cost function of the delivery tree constructed with
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deliv tree, and it incorporates both the total weight and depth of the tree as a func-

tion of α. The acceptance probability is 1 if e′ < e, and e
e−e′

t otherwise, a standard
acceptance function frequently used in the literature.

Neighboring states are found either by swapping two non-robot, non-destination
nodes on the intermediate delivery tree (that are not robots or f), swapping their
neighbor sets, or by grafting one branch of the tree at a transfer point onto a neighboring
node, replacing a single edge. See Fig. 9 for examples.

We run the simulated annealing algorithm for a thousand iterations. Every hundred
iterations we restart from the best solution found thus far to explore the most promising
regions more thoroughly. In practice, simulated annealing improves upon the solutions
of the two-approximate heuristic.

Transfers at Any Location Next, we consider the general case of CDP-TA,
where items can be transferred anywhere, rather than only at vertices in L as in the
CDP-T. We show that the optimal solution for the metric CDP-T, Ov, is within a
factor of two of the cost of the optimal solution to the CDP-TA, Oa, when minimizing
total distance travelled.

The CDP-TA is closely related to the Steiner tree problem, in which a set of points
must be connected by the shortest possible set of edges. “Helper” points may be added
(transfer points) to construct a solution. The CDP-TA is different in that all the leaf
nodes of a valid delivery tree must be robots or the final destination.

Claim 2. Ov ≤ 2Oa

The full proof is presented in our previous work [26] and relies on the properties of
Steiner trees. In the case where our metric is Euclidean, we prove the stronger claim
that Ov ≤ 2√

3
Oa, given that an open conjecture regarding the Steiner ratio holds [50].

3.2.3 Experimental Results

Simulation To validate our approach, we tested the algorithms in two scenarios.
We varied the number of items to retrieve, and created 50 random problem instances
for each set of parameters. We solved each problem optimally (when feasible), with the
single and multi-robot two-approximation algorithms, and with simulated annealing.

In the first scenario, we chose random pickup, delivery, and starting points from a
plane, using a Euclidean distance function. Figure 10a shows results for three robots
and up to twenty items. Each phase of the algorithm gives an improvement. The
simulated annealing solution is near-optimal, when the optimal solution is found.

In the second scenario, points were chosen randomly from four floors of an office
building in a simulation of the mail collection task. The distance function was an
empirical estimate of robot travel times. The objective was to minimize a weighted
sum of the moment energy cost and the delivery time (α = 0.5). Figure 10b shows
the results with 25 robots and up to 175 items. Each level of the algorithm offers a
significant improvement, particularly the multi-vehicle heuristic, since it achieves much
better depths than the single robot approximation. We are unable to find the optimal
solutions for problems of this size.
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Figure 10: Results for the CDP-T algorithms with (a) three robots and up to twenty items
to retrieve under the total distance objective function in the planar domain, and (b) 25
robots and up to 175 items to retrieve under the mixed objective function in the office
building domain. Lines indicate the mean objective function cost, and the filled area shows
the standard deviation across trials. Darker areas indicate overlap.
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(a) (b) (c)

Figure 11: (a) Two CoBot robots. (b) A CreBot robot, with a Create base, laptop computer,
Kinect RGB-D camera, tilting tray, and QR code for alignment. (c) One CreBot transfers
an item to another during a collection and delivery task.

On an Intel 2.83 GHz Core2 Quad CPU, the two heuristics ran in under a second for
all instances of up to 500 vertices (these instances are not shown). Simulated annealing
ran in under fifteen seconds for every instance. The optimal MIP formulations were
solved with lpsolve, with each attempt aborted after thirty seconds. These results
show that the approximation algorithms can solve large problems quickly, and provide
near-optimal solutions when comparison is possible.

Illustrative Deployments on CoBots We have deployed our CDP-T heuristic
on two robot platforms: the CoBot and CreBot robots (see Fig. 11). The CoBots
autonomously navigate over large distances indoors, and with them we show that
transferring items can reduce energy consumption and delivery time. The CoBots
cannot physically transfer items, and so they ask humans to help. With the CreBots,
we demonstrate that autonomous transfers are feasible by presenting a method to
transfer items with a tilting tray.

Both the CoBots and CreBots autonomously localize and navigate in the building
using software developed for the CoBots [16]. A centralized web server accepts user
requests and sends schedules to the robots [28]. The robots collect and deliver items
by arriving at an office and asking a human to place or remove the items.

We examine three scenarios where two CoBots were deployed to collect and deliver
objects in an office building. The problem setups and the planned paths, both with
transfers and without, are shown in Fig. 12. For each scenario, we recorded the time
it took the robot(s) to complete the task and the total combined distance traveled by
all of the robots. To reduce the variance in our experiments, we assumed that humans
were always immediately available to place items in the CoBots’ baskets and to help
transfer items. However, the times recorded with transfers do include the time to ask
and thank a human for their help, and are shown in Table 4.

In all three scenarios, using multiple robots with transfers reduced both the time
to complete the task and the total distance traveled. This may not be the case in
all scenarios, depending on the problem setup. However, we have demonstrated that
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With Transfers Single Robot
Scenario Time (min.) Dist.(m) Time (min.) Dist. (m)

1 4:22 229.35 8:18 287.12
2 5:52 220.68 7:55 238.66
3 7:00 230.56 9:36 272.37

Table 4: Deployment Results for Selected Scenarios

in many scenarios, transferring items between robots can and does reduce the energy
consumed and the time taken to complete the task.

Autonomous Transfers with CreBots We have designed the CreBots to trans-
fer items autonomously. They consist of an iRobot Create as a base, with Willow
Garage Turtlebot shelves, a laptop, Kinect RGB-D camera, and a custom-built tilting
tray on top to transfer items (see Fig. 11b).

Unlike the CoBots, the CreBots transfer items autonomously. To do so, two CreBots
head towards the same location based on their localization information. The robots
stop either when they reach the destination, or are blocked within two meters of the
destination (presumably by the other robot). Next, the robots send each other their
localization positions wirelessly and turn to face each other.

Localization is accurate and robust enough for a rough alignment, but not precise
enough to transfer objects based solely on localization. For fine alignment, the robots
are each equipped with a QR code which is detected by the Kinect and used for precise
docking. The transferrer advances slowly until it comes within the range it can detect
the QR code using an off the shelf library, which measures the QR code’s bounding
box. The transferrer computes the distance and angle to the QR code from its known
size and camera parameters, then rotates in place to align with the QR code. The
transferrer continues to move forwards until its bump sensor is triggered, and dumps
its load. When dumping, the tilting tray shakes back and forth to ensure that all the
objects are dislodged. The CreBots have successfully executed collection and delivery
tasks with transfers.1

Conclusion We introduced the Collection and Delivery Problem with Transfers,
and showed that the solution comes in the form of a delivery tree. We solved the CDP-
T optimally with an MIP, and bound the cost with transfers anywhere in terms of the
cost when transfers occur only at vertices. We introduced a two-approximate algorithm
under the minimum length objective, and proposed a heuristic and metaheuristic to find
solutions of lower depth while maintaining the bound on total length. Furthermore, we
demonstrated the effectiveness of these heuristics on large real-world problem instances,
and showed the feasibility of transfers between physical robots.

1Video available at http://youtu.be/pzXv7p aZhE.
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Figure 12: The paths planned by the approximation algorithm and taken by the robots, with
and without transfers, for (a) Scenario 1, (b) Scenario 2, and (c) Scenario 3.

3.3 Ridesharing with Transfers

As climate change accelerates and the price of gasoline rises, reducing reliance on the
personal automobile has become critically significant. Transportation via car seems
especially wasteful when one realizes that the majority of car seats in a trip are typically
empty.

To address this inefficiency, there has been a long history of carpool and ridesharing
schemes. The first popular instance of ridesharing is believed to be the 1914 ”Jitney
Craze”, in which Model T owners offered rides to Lose Angeles streetcar passengers in
exchange for the five cent fare, called a ”jitney” [5]. However, interest in this and other
ridesharing schemes, in which drivers offer rides to passengers in exchange for a small
fee, has tended to peter out. The main contributing factors seem to be uncertainty in
whether the driver is trustworthy and a lack of flexibility.

Now, ridesharing is beginning to catch on once again. A recent survey concluded
that there are currently 638 ridesharing services in North America [19]. The main driv-
ing factor in this explosion of popularity is the rapid growth of smartphones. Services
such as NuRide, Carticipate, Avego, SideCar, and Lyft provide mobile apps with which
passengers and drivers can schedule rideshares dynamically , when and where they are
needed [10, 38]. The mobile apps enable riders and drivers to provide feedback about
each other, building a web of trust. Finally, smartphones can direct drivers and riders
of where to meet and allow for timely cancellations. The introduction of the smart-
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(a) (b)

Figure 13: Two vehicles’ routes to deliver a passenger are shown a without transfers, and b
with transfers. By transferring items, the total distance travelled is significanlty reduced. In
the figure, larger shapes represent starting points, while smaller shapes represent transfer or
ending points. The squares are for vehicles and circles are for passengers.

phone has helped to alleviate past fears of safety, reliability and flexibility for dynamic
ridesharing. As autonomous cars take to the roads, we imagine that driver inconve-
nience will continue to decrease, and ridesharing will continue to grow in popularity.

These dynamic ridesharing services have begun to catch on none too soon. A
recent study concluded that, in one community, approximately 65% of single-occupant,
consistent commuters could share rides, leading to a 19% reduction in total vehicular
miles travelled (VMT) [5]. With dynamic ridesharing, we can reduce the fuel usage
even more.

In this thesis, we examine the possibility of reducing fuel usage even further than
traditional dynamic ridesharing by considering passengers that are transferred between
vehicles. By allowing passengers to make use of multiple driver’s routes, passengers
can travel further while drivers need to go less out of their own way to accommodate
passengers (see Figure 13). This problem is especially challenging because the number
of possible assignments of riders to vehicles increases exponentially when transfers are
allowed.

The ridesharing problem differs from the CDP-T mainly in the following three ways:

1. In the CDP-T all items have the same destination, in the ridesharing problem
they do not.

2. In the ridesharing problem, vehicles have their own destinations in addition to
starting positions.

3. Vehicles in the ridesharing domain have limited capacities, unlike for the CDP-T.
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In this section, we present three heuristics to plan routes for passengers and vehicles
for dynamic ridesharing with transfers: 1) a greedy heuristic, 2) an auction algorithm,
and 3) an approach based on graph search. Each algorithm involves a trade-off between
solution quality and computational cost. We set aside time constraints to focus only on
minimizing fuel usage. Furthermore, we assume that assignments are made centrally
by an agent with full information.

We test these three algorithms extensively in simulation, and show that in certain
cases, transferring passengers gives a significant improvement over not transferring
passengers. We also demonstrate the algorithms’ effectiveness in the real world, on a
physical map using the trips of taxi passengers.

3.3.1 The Ridesharing Problem

First, we define the rideshare problem formally. We begin by defining the rideshare
problem without transfers, and then extend our definition to include transfers.

Ridesharing without Transfers A rideshare problem is defined by a tuple
(V, P,M), where:

• V is the set of vehicles,

• P is the set of passengers, and

• M is the map the vehicles travel on.

A shortest path function sp and a distance function d are defined on the map M .
Every vehicle v and every passenger p have starting locations sv, sp ∈M and ending

locations ev, ep ∈M , respectively. In addition, every vehicle v ∈ V has:

• A capacity Cv, the maximum number of passengers the vehicle can carry at one
time; and

• A maximum total number of riders Mv that the driver is willing to pick up in a
single trip.

In this paper, we set aside time, and do not consider desired arrival times or the total
time a trip takes a driver or passenger.

In the rideshare problem without transfers, the goal is to assign each vehicle v to

a path pv, such that p1v = sv, and p
|pv |
v = ev (the vehicle starts and ends at its starting

and ending points). Furthermore, for every passenger p there exists a vehicle v such
that for some i, piv = sp, and for some j > i pjv = ep.

Additionally, we defined the total number of passengers transported by a vehicle v
as tpv = |{r ∈ P : sr ∈ pv}|. Each vehicle is constrained such that tpv ≤Mv, ensuring
that a single driver does not need to go out of his way to pick up many passengers.

Finally, to obey the capacity constraints, we define the current occupancy, the
number of passengers in the vehicle v between points pi and pi+1, as

ov,i =
∣∣∣{r ∈ P : sr ∈

〈
p1v, . . . , p

|p|v
v

〉}∣∣∣−∣∣∣{r ∈ P : er ∈
〈
p1v, . . . , p

|p|v
v

〉}∣∣∣ .
We constrain the occupancy such that ∀v ∈ V, 1 ≤ i < |pv| ov,i ≤ cv.
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Ridesharing with Transfers Next, we extend this formulation for the rideshare
problem with transfers. We introduce the idea of a transfer point— a location where
one driver drops off a passenger, and a different vehicle retrieves him. For the rideshare
problem with transfers, the vehicle paths contain transfer points tp,v1,v2 in addition to
vehicle and passenger starting and ending points. At the transfer point tp,v1,v2 , vehicle
v1 transfers passenger p to vehicle v2.

The goal remains to deliver every passenger to their destination, but the passengers
may be routed through one or more transfer points. The same vehicle need not pick up
and deliver each passenger, but each vehicle that stops at a passenger’s starting point
or has that passenger transfered to the vehicle, must either deliver the passenger to his
destination or transfer him to another vehicle after he is picked up.

When transfers are allowed, the total number of riders a driver has transported
becomes tpv = |{r ∈ P : sr ∈ pv}|+ |{r ∈ P : tr,x,v ∈ pv}|. The current occupancy at a
given point must also account for transfers:

ov,i =
∣∣∣{r ∈ P : sr or tr,x,v ∈

〈
p1v, . . . , p

|p|v
v

〉}∣∣∣−∣∣∣{r ∈ P : er or tr,v,x ∈
〈
p1v, . . . , p

|p|v
v

〉}∣∣∣ .
The capacity and maximum total rider constraints must be obeyed as before.

Furthermore, we add a cost to transfers cT since it takes time to physically transfer
passengers into and out of cars and to find new passengers on the street. Our new
objective is to minimize the sum of distance travelled and transfer cost,

∑
v∈V

 ∑
1≤i<|pv |

d(piv, p
i+1
v ) + cT |{tp,v1,v2 ∈ pv}|

 .

One final complication remains: when the vehicles are allowed to transfer passen-
gers, cyclical dependencies may form. Vehicle v1 may need to hand off a passenger to
v2, who later on transfers a passenger to v3. Then v3 transfers a passenger to v1 before
v1’s transfer to v2. In this case, v1 is waiting on v3, and v3 is waiting on v1, so deadlock
results.

Cyclical dependencies are not permitted in a solution to the rideshare problem with
transfers. To detect them, we form a directed transfer graph representing the routes
of the vehicles and their dependencies induced by transfers. We construct the transfer
graph by taking the union of the vehicles’ directed paths pv. Then, for each transfer
point tp,v1,v2 we add an edge from tp,v1,v2 to tp,v2,v1 . If the transfer graph contains a
cycle, then the vehicles will reach deadlock.

3.3.2 Ridesharing without Transfers

We present two algorithms which take a set of routes without transfers as input and
output a schedule to deliver all passengers with transfers. Hence, we first introduce
two algorithms to form schedules without transfers, a greedy approach and an auction
approach. The auction approach is similar to [1] and [55]. An alternative algorithm,
such as set cover [53], could be used instead.
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The Greedy Approach In the greedy approach, we iterate through every rider
r and vehicle v, insert the start and end points sr and er into v’s route at the points
of lowest cost, and choose the rider / driver pair of lowest additional cost, assigning
that passenger to that driver. We repeat this process until no unassigned passengers
remain.

The details are presented in Algorithm 3. The procedure route insert(pv, a) uses
brute force search to find the optimal placement to insert the points in a into the route
pv, while maintaining the points’ ordering, v’s capacity constraints, and v’s maximum
rider constraint. The function returns the resulting route, or an invalid route if no
route is available. The distance function d, when applied to a path, returns the length
of the path, or ∞ for an invalid path.

As is, the greedy algorithm’s runtime is O(|P |2|V |M2) where M is the maximum
number of riders in a single vehicle. However, calls to route insert will not change
across iterations of the for loop, except for vehicles which were assigned a passenger in
the previous iteration of the loop. By caching these values, the algorithms complexity
becomes O(|P ||V |M2).

Algorithm 3 greedy(V, P ): greedily form
routes pv for vehicles v ∈ V to delivery all
passengers r ∈ P .

for v ∈ V do
pv ← 〈sv, ev〉

end for
A = ∅
for i from 1 to |P | do
v, r ← argminr∈P\A,v∈V d(

route insert(pv, 〈sr, er〉)
pv ← route insert(pv, 〈sr, er〉)
A← A ∪ {r}

end for

Algorithm 4 auction(V, P ): form routes
pv for vehicles v ∈ V to delivery all passen-
gers r ∈ P via auction
A = ∅
while P \A 6= ∅ do

for v ∈ V do
bidv ←∞, bestv ← ∅

end for
for r ∈ P \A do
v ← argminv∈V route insert cost(

pv, 〈sr, er〉)
c← route insert cost(pv, 〈sr, er〉)
if c < bidv then
bidv ← c, bestv ← r

end if
end for
for v ∈ V do

if bestv 6= ∅ then
pv ← route insert(pv,

〈sbestv , ebestv〉)
A← A ∪ {bestv}

end if
end for

end while
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The Auction Approach Next, we present an auction approach to solve the
rideshare problem without transfers. The auction consists of rounds, in which each
passenger places a bid for the vehicle that can transport it at lowest additional cost.
For each vehicle, the passenger that can be transported at lowest cost is declared the
winner, and is added to that vehicle’s route. Rounds of the auction continue until all
passengers are assigned to vehicles. See Algorithm 4 for the full algorithm.

The worst-case runtime complexity of the auction is O(|P |2|V |M2). However, since
many passengers will be assigned to vehicles in the same round, in practice it often
runs faster than the greedy algorithm.

3.3.3 Ridesharing with Transfers

Next, we present three heuristics for solving the ridesharing problem with transfers: a
greedy approach, an auction approach, and a graph-based approach. The greedy and
auction algorithms take as input a solution to the rideshare problem without transfers,
while the graph-based approach constructs a solution from scratch.

However, before presenting these algorithms in detail, we look at the problem of
how to select a transfer point for two vehicles to exchange items. Each of the algorithms
for ridesharing with transfers must solve this subproblem.

Finding an Exchange Point Given an edge on vehicle va’s route 〈a1, a2〉 and
an edge on vehicle vb’s route 〈b1, b2〉, our goal is to select a point p such that∑

v∈a1,a2,b1,b2 d(p, v) is minimized. The point p is known as the optimal meeting point.
In the case where the map is Euclidean, this is called the Weber problem and the point
p is called the geometric mean. We introduce a function tpoint(a1, a2, b1, b2) which
returns a proposed transfer point.

Although the idea of the optimal meeting point is quite simple, it is difficult to
compute. In fact, it has been shown that no closed form solution exists. However,
numerous algorithms have been developed to find the optimal meeting point with
gradient descent and other techniques, including a near-optimal solution for general
maps [97].

In this work, our focus is not on finding the individual transfer points, but on
finding the overall schedule of when the vehicles should transfer. Hence, we use a fast
heuristic rather than the computationally expensive near-optimal methods. We simply
consider each of the three possible pairings of the points a1, a2, b1, and b2, and find the
intersection points of the shortest paths between each set of paired points. We choose
the point which creates the lowest edge cost as a proposed transfer point. On a general
map, none of the shortest paths may intersect, in which case we do not place a transfer
point between these line segments.

Although we choose a non-optimal approach for selecting a transfer point, it should
be noted that any other approach from the literature could be substituted to find a
better solution at a cost of additional computation.

In addition to the tpoint function, we introduce a helper routine,
split route(r, v1, v2), which adds a transfer of the passenger r between vehicle v1
and vehicle v2. The passenger is assumed to already be part of v1’s route. After the
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Algorithm 5 split route(r, v1, v2) splits a rider r’s route provided by v1 with v2, adjusting
their paths accordingly. Returns the change in cost of the vehicle’s paths. The function
split route cost is the same, except it does not modify the actual vehicle paths.

if tpv = Mv then
return ∞

end if
tr,v1,v2 , tr,v2,v1 ← best transfer(r, v1, v2)
w11 ← d(route insert(pv1 \ {sr, er}, 〈sr, tr,v1,v2〉))
w12 ← d(route insert(pv2 , 〈tr,v1,v2 , er〉))
w21 ← d(route insert(pv1 \ {sr, er}, 〈tr,v2,v1 , er〉))
w22 ← d(route insert(pv2 , 〈sr, tr,v2,v1〉))
if w11 + w12 =∞ and w21 + w22 =∞ then

return ∞
end if
if w11 + w12 < w21 + w22 then
pv1 ← route insert(pv1 \ {sr, er}, 〈sr, tr,v1,v2〉)
pv2 ← route insert(pv2 , 〈tr,v1,v2 , er〉)
return w11 + w12

else
pv1 ← route insert(pv1 \ {sr, er}, 〈tr,v2,v1 , er〉)
pv2 ← route insert(pv2 , 〈sr, tr,v2,v1〉)
return w21 + w22

end if

function is called, either v2 will pick up the item where v1 had before and deliver it
to v1 at a new transfer point, or v2 will receive the item at a transfer point and hand
off the item at v1’s original delivery point. This function effectively splits part of a
passenger’s route between two vehicles. See Algorithm 5 for details.

The function best transfer searches through every feasible pair of edges on the
routes of v1 and v2 and finds the transfer point of least cost which obeys the capacity
constraints and does not introduce a cycle. Cycles are detected by following the edges of
the transfer graph beginning at the new transfer point and checking if we return to the
starting point. Furthermore, we introduce a budgetary heuristic in the best transfer

function. If the start and ending point of the passenger r in v1 are both a greater
distance than a budget bv from the other vehicle’s edge, then that potential transfer
point is skipped over. With this heuristic, transfer points between vehicles that do not
cross near each other are not considered. This helps alleviate the computational load
of iterating through O(|V |2) potential transfer points.

Greedy Approach The first approach we propose greedily adds transfer points to
an existing solution without transfer points. We form a queue q containing passengers
and the vehicles that are transporting them. For each passenger and vehicle in the
queue, we iterate through the other vehicles and check if a different vehicle could take
the passenger part of the way at a lower cost. If such a transfer exists, we find the
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Algorithm 6 greedy transfer(V, P, {pv :
v ∈ V }): greedily adjust routes pv for vehi-
cles v ∈ V to delivery all passengers r ∈ P ,
with transfers.
q ← nil

for r ∈ P do
for v ∈ {v : r transported in pv} do
enqueue(q, (r, v))

end for
end for
while q not empty do

(r, v1)← dequeue(q)
bestc ←∞, bestv ← ∅
for v2 ∈ V, v2 6= v1 do

if in budget(v2, start(v1, r)) or
in budget(v2, end(v1, r)) then
c← split route cost(r, v1, v2)
if c < bestc then
bestc ← c, bestv ← v2

end if
end if

end for
if bestc 6=∞ then
split route(r, v1, bestv)
enqueue(q, (r, v1)),
enqueue(q, (r, v2))

end if
end while

Algorithm 7 auction transfer(V, P, {pv :
v ∈ V }): adjust routes pv for vehicles v ∈ V
to delivery all passengers r ∈ P , by bidding
on transfers.
q ← nil

for v ∈ V do
bidv ←∞

end for
for r ∈ P do
v1, v2 ← argminv1 6=v2,r in pv1

split route cost(r, v1, v2)
c← split route cost(r, v1, v2)
if c 6=∞ and bidv2 > c then
bidv2 ← c, bidpv2 ← r, bidvv2 ← v1)

end if
end for
assigned← false
for v ∈ V do

if bidv 6=∞ then
split route(bidpv2 , bidvv2 , v2)
assigned← true

end if
end for
if assigned then

repeat auction
end if

other vehicle which would lower the cost the most, and add the transfer. We then add
both halves of the split route back into the queue q, where we may later add additional
transfers to subdivide the route further. The full details of the greedy approach are
presented in Algorithm 6.

The effectiveness of this algorithm, as with many greedy algorithms, is dependent
on the order in which we iterate over the passenger and vehicle pairs. Furthermore, we
only consider transfers between pairs of vehicles at a time, ignoring better routes which
could be obtained by transferring between multiple vehicles. However, routes which
transfer to multiple vehicles may be obtained when the greedy algorithm is applied
recursively to partial routes of passengers on individual vehicles.

Auction Our second approach is an auction, similar to the auction without transfers.
In this auction, the passengers place bids for vehicles. In one round of the auction, each
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passenger finds the single transfer point which could be added to obtain the greatest
cost decrease, by applying the split route function. Each passenger places a bid
for each vehicle. Then, each vehicle accepts the passenger with the lowest bid which
will decrease the total cost the most. If no assignments were made the auction ends;
otherwise we repeat the auction for another round. The full auction algorithm with
transfers is shown in Algorithm 7.

Like the greedy approach, the auction algorithm has the shortcoming that it only
considers a single transfer at a time. However, the auction approach is less greedy
in the sense that the assignment does not depend on the ordering the passengers or
vehicles are examined in.

Graph Search Our final algorithm for solving the ridesharing with transfers prob-
lem differs from the first two in that it does not begin with a solution for ridesharing
without transfers. Instead, it plans for transfers from the beginning. However, since it
finds routes in an exponentially larger space which includes transfers, this algorithm is
significantly slower to execute than the previous approaches.

The graph search algorithm is greedy in the sense that we iterate through each
passenger, and plan the best path for that particular passenger. To do so, we construct
a directed multi-graph containing all the vehicles’ current routes and potential transfer
points. Each vehicle’s initial route pv is set to contain only sv and ev. The edges on the
graph represent segments of robots’ paths or transfers that the passenger could take
on his route. The weights of the edges represent the additional cost to the vehicles of
using that means of transportation for the passenger. Then, the shortest path on the
graph gives the route of least cost for the passenger.

We construct graph when searching for a route for passenger r which contains the
following nodes:

• ∀v,∀x ∈ pv x, every point already visited by a vehicle;

• sr, er, the starting and ending points of the passenger; and

• ∀v1, v2, 1 ≤ i < |pv1 |, 1 ≤ j < |pv2 | tr,v1,v2 (for each pair of edges on two robots’

paths) we add the transfer point tpoint(piv1 , p
i+1
v1 , pjv2 , p

j+1
v2 ). Transfer points are

not added if they would cause a cycle or if reaching them would exceed one of
the two vehicles’ budgets.

These nodes are connected by directed edges representing possible paths for the
passenger, with the edge weights equalling the change in the distance travelled if these
routes are taken:

• ∀v,∀1 ≤ i < |pv| the edge from piv to pi+1
v with weight 0, representing the paths

the vehicles already plan to travel (hence no additional cost);

• ∀v,∀1 ≤ i < |pv| the edge from sr to piv with weight d(piv, sr) + d(sr, p
i+1
v ) −

d(piv, p
i+1
v ), representing the passenger being picked up on an edge of the original

path;

• ∀v,∀1 ≤ i < |pv| the edge from er to pi+1
v with weight d(piv, er) + d(er, p

i+1
v ) −

d(piv, p
i+1
v ), representing the passenger being dropped off on an edge of the original

path;
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• ∀v,∀1 ≤ i < |pv| an edge from sr to er with weight d(piv, sr) + d(sr, er) +
d(er, p

i+1
v ) − d(piv, p

i+1
v ), representing the passenger being both picked up and

dropped off on a single edge of the original path; and

• for each transfer point newly added as a node ex = tpoint(piv1 , p
i+1
v1 , pjv2 , p

j+1
v2 ):

– an edge from sr to ex with weight d(piv1 , sr) + d(sr, ex) + d(pjv2 , ex) −
d(piv1 , p

i+1
v1 )− d(pjv2 , p

j+1
v2 ) + cT + hT ;

– an edge from piv1 to ex with weight d(piv1 , ex) + d(pjv2 , ex) − d(piv1 , p
i+1
v1 ) −

d(pjv2 , p
j+1
v2 ) + cT + hT ;

– an edge from ex to er with weight d(ex, er) + d(er, p
j+1
v2 ) + d(ex, pi+1

v1 );

– an edge from ex to pj+1
v2 with weight d(ex, pj+1

v2 ) + d(ex, pi+1
v1 ); and, finally,

– for every other additional transfer point ex2 = tpoint(pjv2 , p
j+1
v2 , pkv3 , p

k+1
v3 ),

an additional edge from ex to ex2 with weight d(ex, ex2) + d(ex, pi+1
v1 ) +

d(pkv3 , ex2) − d(pkv3 , p
k+1
v3 ). These edges allow a robot to receive an item and

transfer it to another robot along the same edge in the original path, although
it may not find the best transfer locations as if we were to construct additional
transfer points recursively.

An edge is not added to the graph if that edge would cause a robot to exceed its
capacity or maximum rider constraint.

Once the graph is constructed for passenger r, we use the Bellman-Ford algorithm
to find the shortest path on the graph from sr to er, the passenger’s route. Dijkstra’s
algorithm cannot be used since the edge lengths may be negative. From the shortest
path, we construct the route taken by the passenger, and modify the routes pv of the
appropriate vehicles to accommodate the passengers. Then, we repeat the algorithm,
finding a route for the next passenger.

It should be noted that the resulting path found for a passenger may induce a
cyclical dependency by passing through multiple transfer points. If this is the case, we
remove the transfer points that caused cycles from the graph and try again.

This approach is significantly slower than the greedy and auction approaches, since
the number of exchange points and the size of the graph increases quadratically with
the number of edges in the vehicles’ paths. However, there is substantial room for
speed-ups if the graph is constructed incrementally.

3.3.4 Selected Experimental Results

To verify the effectiveness of these three algorithms, we compared them in simulation
and on a dataset of passenger routes in a city. We demonstrate that many problems
can be solved more efficiently if transfers are allowed, and some types of problems can
be solved with significanlty lower fuel usage. We also show how the algorithms scale
with more vehicles and passengers.

For each experiment, we set the number of vehicles and passengers |V | and |P |. For
every vehicle v, the capacity Cv, the maximum number of riders Mv, and the budget
Bv is fixed. The starting and ending points for vehicles and passengers are selected
randomly.
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Figure 14: The solution cost and computation time to find a solution for each method in the
Euclidean domain with |V | = 20, Cv = 5, Mv = 7, Bv = 6, and cT = 0.

The Euclidean Plane The first set of experiments were performed on a 10 by 10
unit Euclidean plane, where the vehicles travel in straight lines. The class of problems
we examine is constrained to longer passenger routes of length at least 10 units, and
medium-length vehicle routes of length 5 to 7 units. Problems with longer passenger
routes than vehicle routes can benefit greatly from transfers. One example applica-
tion of this class of problem is hitchhiking, where passengers travel long distances by
catching rides with multiple drivers.

Figure 14a shows the costs of the solutions found by each of the algorithms in this
scenario. The shaded regions denote the standard deviation across the fifty trials, and
the “base cost” is what the cost in fuel would be if all of the passengers and drivers
drove themselves in their own vehicles directly to their destinations. In this particular
domain, the greedy algorithm without transfers performs worse than the base cost, and
the auction algorithm finds solutions of approximately equal cost to the base cost.

However, with transfers, we can outperform both the algorithms without transfers
and the case when everyone drives themselves, reducing fuel usage. The greedy transfer
algorithm, the auction transfer algorithm, and the graph-based algorithm each offer a
successive improvement. With the graph-based algorithm, transfers reduce the distance
travelled by nearly 30% when there are 18 passengers.

Although the graph-based method finds the best solutions, its effectiveness com-
pared to the auction and greedy approaches comes at a significant computational cost
(see Figure 14b. There is significant room for further optimization in each algorithm’s
implementation, particularly by constructing the graph used to find the route for each
passenger incrementally based on the previous graphs.

In Figure 15 we show the results of an experiment with the same parameters, except
the number of vehicles changes rather than the number of passengers. When the
number of vehicles varies, the approaches with transfers still significantly outperform
the approaches without. The improvement, particularly with the graph algorithm,
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Figure 15: The solution cost found for each method in the Euclidean domain with |P | = 10,
Cv = 5, Mv = 7, Bv = 6, and cT = 0.

increases with the number of vehicles.
We also ran experiments where the length of the vehicle and passenger routes were

unbiased, with starting points and destinations chosen purely at random. In these
cases, transfers often reduced the total distance travelled as well. However, the amount
of the improvement depended largely on the individual problem instances.

San Francisco In addition to tests in the plane, we solved problems which more
closely resemble the real world. We obtained a map of San Francisco from Open-
StreetMap [68] and found shortest paths on this map using pgRouting [88] (see Figure
16 for an example solution). We sampled passenger and vehicle starting points from
real-world taxi cab data [73], limited to the downtown area. Vehicles are constrained
to trips between 0.22 and 0.56 km, and passengers are constrained to trips greater than
1.33 km. Selected results are shown in Figure 17.

Routing on the map of San Francisco is significantly more costly than on the Eu-
clidean plane. For the case with seven passengers, the greedy algorithm with transfers
took over 80 seconds and the auction algorithm with transfers took nearly 200 seconds.
The graph algorithm was not run due to its’ high cost. Faster path planning algorithms,
or perhaps approximate distance estimates, will need to be used to make ridesharing
with transfers a reality. However, there are still average savings of approximately 15%
found by using transfers.

Conclusion We have introduced the problem of ridesharing with transfers, and pre-
sented three algorithms to find solutions: a greedy approach, an auction approach, and
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Figure 16: An example solution with transfers for a problem in San Francisco. Two passen-
gers are transferred to other vehicles.

an approach based on graph search. Each of the algorithms trades off computation time
with solution effectiveness. We have demonstrated that in certain problem instances,
transferring passengers can reduce the distance travelled by nearly 30%. A wide range
of future work remains to be done, including evaluating these algorithms’ effectiveness
in a dynamic setting, extending these algorithms to work in a distributed setting with
only local information, and considering the time and convenience of passengers and
drivers in the solution.

3.4 Distributed Planning for Hybrid Sensor Networks

In this thesis, we propose to develop a distributed algorithm to plan for transfers in an
online problem. In this section, we present our previous work on distributed algorithms
to deploy mobile sensors to handle events detected by a static wireless sensor network.
Here, we do not plan for a pickup or a delivery problem, but to handle events at a
single point. However, we anticipate that our prior experience in addressing this online
problem in a distributed manner will prepare us to form distributed plans for online
pickup and delivery problems with transfers.

Sensor networks have recently emerged as an effective tool for monitoring large-scale
environments, and have been successfully deployed to solve problems as diverse as de-
tecting floods, controlling the temperature in office buildings, and monitoring hospital
patients [2]. In order to deploy sensor networks in such large environments, often with
hundreds of nodes, wireless sensors must be low-cost and affordable. Hence, wireless
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Figure 17: The solution cost found for each method in San Francisco with |V | = 18, Cv = 4,
Mv = 7, Bv = 1.5 km, and cT = 0.

sensors are typically highly limited in terms of sensing, computation, communication,
battery life, and the actions they can perform.

These limitations can be addressed through the addition of more capable mobile
sensors (either robotic or human) to form a hybrid wireless network. For example, in
precision agriculture, static sensors may be deployed to monitor plants in a greenhouse.
Higher-capability mobile robots may be dispatched to gather more accurate temper-
ature or humidity readings, or to take soil samples which the static sensors are not
equipped for. Although the static sensors are less capable than mobile robots, they are
also much less expensive and can be deployed to cover a vast area at a low cost.

In general, static sensors detect events which must be handled by mobile robots.
These events are associated with a point in space where a mobile robot is needed
to perform a task, such as gathering a more accurate temperature reading, spraying
pesticides, or recharging a static sensor’s battery. The static sensors must assign these
events to mobile robots while simultaneously minimizing the distance travelled by the
robots and the communication among the static sensors to prolong their battery life.

We split this event assignment problem into two sub-problems: the mobile to static
(MtS) assignment problem, in which mobile robots are assigned to specific static sen-
sors to handle the events surrounding them, and the mobile to event (MtE) local
assignment problem, in which static sensors allocate events to their assigned mobile
robots. We present three algorithms for solving the MtS problem: a centralized al-
gorithm, an auction-based algorithm, and a novel tree-based greedy algorithm. The
tree-based algorithm uses a spanning tree network topology and a greedy allocation
policy to localize sensor communications and reduce communication, prolonging the
lifetime of the static sensors. We show empirically that the centralized and auction
approaches provide small improvements in assignment quality, while the centralized
and tree-based greedy algorithms require much less communication. The tree-based
algorithm balances the communication more evenly, so the sensors are expected to die
less quickly than with a centralized approach. Furthermore, the centralized algorithm
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is more susceptible to the failure of a single sensor.
In the remainder of this section, we formally present the event assignment problem,

and present a distributed algorithm to solve the MTS problem. Finally, we compare
these algorithms in terms of their assignment quality and communication cost.

3.4.1 The Event Assignment Problem

The event assignment problem takes as input a tuple (S,Mt, Et), where:

• S is the set of static sensors,

• Mt is the set of available mobile robots at time t, which are not currently assigned
an event, and

• Et is the set of events observed by the sensors in S at time t which do not have
a mobile robot assigned to handle them. Events are not necessarily constrained
to physical occurrences, but may represent anything a static sensor needs assis-
tance with, such as watering a plant, improving sensing coverage, restoring or
reinforcing network connectivity, or repairing static sensors.

The event assignment problem is, given (S,Mt, Et), to choose an assignment f :
Mt → Et from each mobile robot m ∈Mt to an event e ∈ Et, or to no event. In solving
the event assignment problem we have two objectives:

• Minimize the distance travelled by the mobile robots to conserve fuel. This ob-
jective cannot be solved optimally due to the dynamic nature of the environment;
static sensors detect new events over time, so the total distance travelled cannot
be predicted a priori. When a robot is assigned an event, it proceeds to that
event and handles it, and then re-enters Mt as an unassigned mobile robot and
is assigned a new event. Once an assignment is made, the robot must complete
it— no reassignments are permitted.

• Minimize communication among static sensors. The static sensors may run on
limited battery power, and are difficult to recharge. So we must minimize the
number of messages they send to lengthen the network lifetime (all messages are
assumed to be short, of a fixed length, and both sensors and mobile robots have
limited communication ranges). Furthermore, we wish to balance the communi-
cation load among the static sensors— if the load is uneven, the more heavily-
trafficked nodes die more quickly.

The relative importance of these two objectives depends on the problem domain: with
static sensors which are easy to recharge, minimizing the distance travelled should
take precedence, but with highly capable mobile robots (or humans) and power-limited
static sensors, minimizing communication should take priority.

We separate the event assignment problem into two sub-problems: the local Mo-
bile to Event (MtE) assignment problem and the Mobile to Static (MtS) assignment
problem. In this framework, mobile robots are assigned to static sensors (the MtS
problem), and the static sensors then assign these robots to the events which they own
(the MtE problem). Each event e ∈ Et is owned by a static sensor s ∈ S if and only if s
detects the event e and s is the nearest static sensor to e. The owner of an event takes
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responsibility for assigning that event to a mobile robot. Each static sensor s ∈ S has a
need num events(s), which is the number of events in Et (unassigned events) it owns.
Static sensor s acquires up to num events(s) mobile robots to handle these events. In
the MtS problem, mobile robots are assigned to static sensors rather than events based
on the need at each sensor. The mobile robots then proceed to their assigned static
sensor and execute the MtE assignment algorithm, in which the static sensor assigns
specific events to the mobile robots it owns. With this two-layered approach, the static
sensors only share the number of mobile robots they need rather than information
about each specific event, which reduces communication, since many events may be
covered by the same static sensor.

To solve the MtE problem, we use a greedy algorithm. At time t, sensor s ∈ S
has a set At ⊆ Mt of mobile robots assigned to it but not assigned events, and a
set Ut ⊆ Et of unassigned events it must handle. Each sensor handles the events in
its Voronoi cell, i.e., the events to which it is the nearest sensor. Due to the online
nature of the problem, and the fact that the offline version is NP-hard, we employ a
greedy algorithm. While there are pairs of unassigned mobile robots and unassigned
events available, make the assignment of minimum cost (the cost is the distance the
mobile robot must travel). When there are no more events to handle, the mobile
robots are released from their assignment to the static sensor, and reassigned to new
static sensors through the MtS assignment algorithm. We use this same local MtE
assignment algorithm in conjunction with all of the MtS assignment algorithms for a
fair comparison, since our focus in this paper is the MtS assignment problem rather
than the MtE assignment problem.

Before discussing algorithms to solve the MtS assignment problem, we must consider
the assumptions we make in terms of the capabilities of the static sensors and mobile
robots. We assume that the mobile robots are able to localize in their environment, and
that the static and mobile robots possess a map with the positions of the static sensors.
Furthermore, the static sensors are able to form a connectivity graph C detailing which
static sensors are able to communicate.

3.4.2 Distributed Mobile to Static Assignment

We introduce a novel distributed algorithm based on a tree network structure to assign
mobile robots to static sensors. This algorithm takes advantage of the topology of the
network and a greedy assignment process to reduce communication costs. First, we
form a spanning tree T of the connectivity graph C. We use a minimum spanning tree
where the metric is Euclidean distance between the static sensors. The sensors agree on
the spanning tree because they have the same map of the environment. When a sensor
dies, this information percolates through the network, and a new tree is constructed. If
the graph is no longer connected, the algorithm gracefully degrades into using a forest
of trees. A mobile sensor may be dispatched to restore network connectivity.

We take advantage of the tree network topology and a greedy algorithm to reduce
the communication costs needed to make assignments. Unlike the auction algorithm,
which is reactive in the sense that static sensors only respond to announcements from
mobile robots, the tree-based algorithm is proactive in that the static sensors form a
model of where the mobile robots are needed before any request from the mobile robots

40



Algorithm 8 Every time step, a static sen-
sor s updates its own values d for the dis-
tances to the nearest location a mobile robot
is needed at on each branch, and forwards
any changes to its neighbors. o is the list of
distances most recently sent to each neigh-
bor, all initialized to ∞.

Update d based on received messages (ini-
tialized to ∞)
for all ni ∈ n do

if num events(s) > 0 then
dist← 1

else
dist← 1 + min d \ {di}

end if
if dist 6= oi then

Send distance dist to sensor ni

oi ← dist
end if

end for

Figure 18: A mobile robot is assigned to
a static sensor through forwarding messages
along the tree. Circles are static sensors, and
filled circles represent sensors with nonzero
need. The numbers next to edges represent
the length of the shortest path to a sensor of
nonzero need in that direction.

arrives. The imposition of a network structure to reduce communication is similar to
GridSD, which uses grid cells, except a tree is more generally applicable.

Rather than modeling the number of robots needed at every static sensor, as in
GridSD [93], we only store, for each static sensor s, the distance (in terms of the
number of edges on T ) to the nearest static sensor which needs mobile robots from
each outgoing edge of s. Consider a static sensor s which has a list N of neighbors in
T . This static sensor stores a list d of |N | integers, one for each of s’s |N | neighbors.
di is the distance from s to the nearest node in the branch of the tree containing ni,
where the edge from ni to s is removed.

The di for each static sensor s are updated according to Algorithm 8. This algorithm
only sends information when the di for the recipient would change based on the new
information. This reduces the total number of messages sent, since a change in need at
a sensor will not percolate through the entire network unless there are no other events.
In a network where every sensor needs mobile robots, each node only sends a single
message to form this model, and no information is forwarded.

With Algorithm 8, each of the static sensors stores the distance from each of its
neighbors to the nearest sensor which needs mobile robots. Next, we describe how
this information is used to make assignments. Similar to the centralized algorithm,
when a mobile robot is unoccupied, it sends a request for an assignment to the nearest
static sensor. If this static sensor has need of a mobile robot, it accepts the request.
Otherwise, the static sensor forwards the request to its neighbor in T with the minimum
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di (the closest node in the tree which needs a mobile robot). If none of the neighbors
needs a mobile robot (min d = ∞) the static sensor holds onto the request until a
change in d occurs. In the case of a tie, a winner is chosen at random.

The request continues percolating through the tree until a static sensor is reached
which accepts it. Then the acceptance is sent back to the mobile robot. Due to the
dynamic nature of events and assignments, it is possible that while traversing the tree,
an assignment request may arrive at a node which needs no mobile robot, and all of
the edges emanating from that node (excluding the edge the request came from) also
need no mobile robots with di =∞. In this case, the request has failed, and this failure
is sent back to the static sensor which initially received the request from the mobile
robot. This node then repeats the process to receive an assignment. If the request is for
the original static node, ∀i di =∞, the sensor stores the request until a mobile robot
is needed. When a mobile robot receives an assignment, it proceeds to the designated
static sensor and executes the MtE assignment algorithm. Fig. 18 illustrates how a
mobile robot’s request is sent through the network.

The advantage to the tree structure comes from how the requests of mobile robots
are passed through the tree. Unlike the auction algorithm, the request is not percolated
to the entire network, but to the nearest node with need on the tree, which greatly re-
duces bandwidth usage. This algorithm also has the advantages of being a distributive
algorithm, and increased robustness over a centralized approach due to the lack of a
single point of failure. However, this comes at a price in terms of reduced assignment
quality, since distances on the tree do not directly correspond to Euclidean distance.

3.4.3 Experimental Results

We compared the tree-based greedy algorithm to a centralized algorithm and auction
algorithm, presented in [24]. To evaluate the three static sensor assignment algorithms,
we ran experiments in simulation to compare the assignment quality and communica-
tion costs. The use of simulation allows us to run large scale experiments involving
hundreds of mobile robots and static sensors. The task allocation problem is equally
relevant to real-world deployments of hybrid networks. We compare the three algo-
rithms to a modified version of GridSD [93], in which the grid heads use our local MtE
assignment algorithm. We evenly distribute one hundred static sensors on a grid in
a square environment to achieve full coverage. We test the algorithms in an online
scenario, in which the events are scattered uniformly at random through space and a
fixed time interval. We vary the number of events, and fix the number of mobile robots
to 10 and the number of static sensors to 100, fully covering the environment. Further
results are presented in [24].

Fig. 19a shows the total cost in terms of distance travelled for each algorithm. The
centralized and auction algorithms provide the best assignments because they select
greedily over all available possibilities. The tree-based algorithm performs more poorly
since the selection is based on the distance in the tree rather than the distance in space,
and GridSD performs the poorest since assignments in the same column as the sensor
are chosen before nearby columns are considered.

In Fig. 19b, the maximum number of messages sent by a single sensor is shown. The
auction algorithm and GridSD have the highest values, since their total communication
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is higher. But even though the tree-based algorithm has higher total communication
than the centralized algorithm, the maximum number of messages sent for a single
robot is approximately half as much in the online scenario for two hundred events.
This is because in the centralized algorithm, all the messages are routed through the
leader. The tree-based algorithm, on the other hand, is distributed. This implies that
even though the centralized algorithm communicates less in total, sensors are likely to
begin to die more quickly when running the centralized algorithm.

One factor which is not shown in the experiments is that the auction and tree-based
algorithms are decentralized, so if a node dies the network will continue its task. This is
not the case for the centralized algorithm, where the death of the leader is problematic
(and the leader is likely to die the most quickly). Similarly, in GridSD, if a grid grid
cell has no active nodes, the algorithm will fail. The assignment algorithm to choose
largely depends on the structure of the problem. If the highest quality assignment is
essential, a centralized or auction-based approach would serve best, depending on the
reliability of the sensors and how much of a concern power usage is. If a longer network
lifetime is important, the tree-based algorithm may be the best option.

Conclusion In this section, we presented the event assignment problem for assign-
ing mobile robots to events in hybrid wireless sensor networks. We discussed three
algorithms to solve this problem: a centralized algorithm, an auction-based approach,
and a greedy approach which uses a spanning tree of the network. We evaluated the ad-
vantages and disadvantages of each in terms of assignment quality, total communication
cost, and expected network lifetime. Our results showed a lower assignment quality for
the tree-based algorithm, but with a low communication cost, a high expected network
lifetime, and the advantages of a decentralized algorithm.

We will use our experience in online, distributed planning from this work to address
online and distributed planning for the pickup and delivery problem with transfers.
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4 Proposed Work

The focus of this thesis is planning to pickup and deliver items with transfers, solving
the PDP-T. In previous work, I have extensively studied the PDP-T when all items
are delivered to a single location, as well as the ridehsaring problem, a variant of the
PDP-T in which vehicles also have their own starting points and destination.

The future work for my thesis will focus on three areas to extend the study of the
PDP-T. First, I propose to extend my prior work on planning for transfers to more
generalized problem domains, such as those with time constraints. Second, I propose
to study the online problem, in which the tasks are not known beforehand. Finally, I
propose to research distributed algorithms to plan to deliver items with transfers.

4.1 Additional Constraints and Objectives for the PDP-T

In previous work, I studied the collection and delivery problem with transfers, in which
all of the items are delivered to the same ultimate destination. I also examined algo-
rithms for the ridesharing problem, in which passengers have different destinations,
and in which vehicles have their own route which they wish to limit their deviation
from.

I propose to formalize and address the generalized version of the PDP-T. The gen-
eralized version of the PDP-T has the properties listed in the introduction. Properties
1-5 (items, vehicles, capacities, transfer costs, and transfer points) have already been
addressed to some extent in our previous work. Properties 6-8 (priorities, time win-
dows, and a maximum number of transfers) have not been, and optimizing to minimize
delivery time has only been considered for the CDP-T, to a limited extent.

Limiting the number of transfers per item is a hard constraint, similar to limited
vehicular capacities. Limiting the number of transfers per item should reduce the
search space and potentially make the problem slightly easier: however, it may require
changes to certain approaches, such as our algorithm from previous work based on
search in a graph.

To address prioritized tasks, we could add a weighted objective function to an
approach which solves the problem optimally. For heuristics, such as greedy approaches
and auctions, it may be effective to find routes for high-priority tasks first.

The proposed additional consideration which we believe to be the most challenging
is considering time. We did consider time when planning to deliver items to a central
location with the CDP-T, but were not able to provide any guarantees as with the
distance objective. Time adds an additional dimension to the solution space, and
makes reasoning about the problem significantly more challenging. On the flip side,
the addition of time constraints may eliminate possible solutions and reduce the number
of feasible task orderings and assignments.

We propose to extend our previously developed heuristic algorithms for ridesharing
to consider time, and to construct new and improved heuristics. We will consider both
the time of the vehicles, attempting to maximimize the throughput of the system,
and the delivery time for individual items, particularly for the case where human
passengers are being delivered, as in the taxicab domain. Minimizing delivery time
leads to significantly different solutions than minimizing for distance, as this will reduce
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the time spent waiting for transfers, and may lead to increased backtracking to satisfy
time constraints.

Ideally, we would like to provide approximation algorithms with guarantees, where
possible, as we did for the CDP-T. Although we will strive to do so, we cannot guar-
antee that these efforts will come to fruition. Regardless, we believe that heuristic
approaches to plan for transfers under time constraints and objectives would be a
significant scientific contribution.

4.2 The Online PDP-T

For the second remaining component of this thesis, I propose to address the PDP-T
when the items to be retrieved and delivered are not known beforehand. Since this is
an online problem, we will approach it using novel heuristics, which we will compare to
the best solution in retrospect, as discovered in the previous component of this thesis
(or the optimal solution in retrospect, for small problem instances). Possible solutions
could include greedy approaches and auctions, geometry-based heuristics where vehicles
handle a small sub-region, or approaches based on learning where new requests are
expected to occur for specific domains.

Planning for online transfers will necessarily involve various trade-offs. Should a
robot go out of its way to pick up a new passenger, and delays its current passenger’s
delivery time? Should a robot fill its capacity and be unable to handle new passengers,
or should a different robot go a little out of its way to handle a new request? When
they are not busy, should the vehicles consume fuel to go to central locations to await
new requests? In studying the online PDP-T problem, we will examine these tradeoffs
and more.

From our experience in deploying the CoBots to handle user requests, we have
realized that mobile agents in the physical world will always experience failures and
delays. To deploy a pickup and delivery system in the real world requires a means to
detect and recover from failures. We propose to investigate various modes of failure,
including delays and early arrivals, changing task requests, cancellations, and vehicle
break-downs. We will investigate how to handle these failures by replanning, attempt-
ing to revise the schedule while modifying as little of the existing schedule as possible
to avoid confusion and frustration on behalf of users.

4.3 The Distributed PDP-T

For the final part of this thesis, I propose to develop a distributed algorithm to plan
with transfers for the online case. This will build on my previous work in developing
algorithms for mobile robots to handle events detected by wireless sensor networks.
In this prior work, robots communicated to allocate spatially located tasks, and these
tasks were handled in place. Now, tasks involve motion from one point to another, and
robots must also negotiate to transfer items. We may also wish to consider strategies
that transfer items not only to reduce immediate travel cost and time, but to maximize
future availabile in response to incomping pickup requests.

46



In the distributed context, we have the additional goal of minimizing communica-
tion. We assume that communication is instantaneous, reliable and limited by range.
We will compare the effectiveness of the distributed algorithm to the centralized algo-
rithms.

4.4 Domains

I propose to evaluate this work in three domains: on the roads of San Francisco, with a
simulated taxi and ridesharing services with transfers; in an office building, delivering
user-requested items with the CoBot and Crebot robots; and in a warehouse, delivering
items to stations for packaging and shipping. I have already evaluated previous work
on the map of San Francisco and in the Gates-Hillman Center with the CoBot robots,
so I will focus the discussion of future work on simulation of a warehouse.

The intended domain is similar to the warehouse management system produced by
Kiva systems, in which robots robots transport goods at the center of the warehouse
floor to packing stations on the warehouse walls. In the system designed by Kiva,
robots carry shelving racks to packing stations. There, humans remove the desired
goods and package them for shipment. Multiple robots will go to the same station to
prepare packages for customers who ordered multiple goods. In this thesis, we will look
at a similar system, with the difference being that the robots can carry multiple items
and transfer items to other robots. We intend to show that by transferring items, the
throughput of the warehouse can be increased.

4.5 Other Possible Research Directions

There are numerous other possible directions research in planning to transfer items
could take, which will most likely not be addressed in this thesis:

• Divisible resources. How could we plan to deliver divisible resources with
transfers? For example, delivering water to put out fires or food to deliver to
refugees that could be split between multiple vehicles?

• Online destinations. Taxis that pick up passengers from the curb do not know
their destinations until the passengers enter the vehicle. How would this change
the way plans are made?

• Geometric constraints. Maps often have distinctive geometric features, such
as bottleneck bridges and elevators in the Gates-Hillman Center. Could these
geometric constraints be exploited to form better plans or to form plans more
quickly?

• Evaluating problem difficulty. When delivering all the items to the same
location, we can find a two-approximate solution in polynomial time. Are there
other special cases with similar properties? How can we evaluate the difficulty of
a particular problem instance?

• Planning under uncertainty. Items may not be ready for delivery when ex-
pected, or delays may occur. Rather than replanning to avoid delays, as in the
proposed work, could a schedule be built that is resilient to these failures?
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• Heterogeneous robots. How can we plan for robots with differing capabilities?
For example, what if we had a transportation network composed of trucks, cars,
trains, boats and planes?

• Additional domains. A few other possible domains for this research could in-
clude distribution methods for the shipping industry, planning flights for airlines,
and devising means of distributing water and supplies for rescue agencies.

4.6 Evaluation

When possible, for small problem instances, we will compare our algorithm to the
optimal solutions as found by mixed integer programming. For larger problems, this is
not feasible, and so we will compare multiple heuristics to each other, and to approaches
that do not involve transfers. Specifically, we will compare the cost, as a multiple of
the distance travelled, to deliver with various schedules, as well as the time taken to
deliver the items. We will look at both the distribution of per-item delivery times, and
the average delivery time for the entire system.

I am especially interested in comparing approaches that plan routes for individ-
ual passengers to fixed hub-and-spoke algorithms, which are currently the prevalent
approaches in transportation and logistics planning. I hypothesize that planning to
transfer individual items will deliver items faster and at a lower cost for small and
medium-sized problem instances, but the savings will decrease as the problem size
increases.

4.7 Schedule of Work

My proposed schedule of work for this thesis is:

• Spring 2013

– Formalize the general PDP-T

– Devise algorithms to plan for time windows and prioritized tasks

– Simulate and solve problems in the warehouse domain

• Summer 2013

– Formulate and evaluate algorithms to solve the online PDP-T

– Research replanning in response to delays and failures

• Fall 2013

– Construct and evaluate a distributed algorithm to plan for transfers

• Spring 2014

– Write and defend thesis
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